TSN RFHE (ICS)

—LEEHRE
1. I EHUSRLEHS (Computer Architecture) ($kX) @ REEFRAAEZIRGHETENE, BTENANZIESHE
MITIRERHE, BIEES M TEEMAISER M EREEXER. (example: IBM 360)

BRIk ES5/1S (Von Neumann): @ RATHTIEE, @ BFEMEIT, @ B#FDHEA (Input/Output
Device, CPU (Central Processing Unit) = Control Unit + ALU (Arithmetic / Logic Unit) + registers, Memory Unit)

o LUESAHL, FESE: PC/Program Counter in Control Unit fAZRICR F—F&HUTIE AL, BIERY
% /IMain Memory EF/AE (BFBSEIEFHETL)
o ERATSEE: @ Control Unitik7Z (flregister file, PC) , @ Main MemoryHHIfE FE0E

Central Processing Unit

Control Unit

Input ) Arithmetic/Logic Unit ) Output
Device Device

Memory Unit
Program counter: 2R TF—&HhiTE<a0tet Main memory(AE/E£F)
CPU (central processing unit) 10000101010....
;:ﬁ;}m#: JIRERITES 10000101111,
i ~ [ B, LiEseeE
Control Unit PC TR B ol 10011101010...
8 01100101010...
01100100110...
ALU (arithmetic logic unit)
11100101010....
S =" \ j . EFRBSHIE
egister file : Filk
2 SHBRIRIEES Eﬁ
P AE, HLBESH
BcHERAICEES

EFRSERLESRIRE, Wregister file (FF
) | PCE, SAERNEFHIE

2. it&#N4R% (Computer Organization): ITERZFRINZIELI, SUEIARREE HRA S LR9TE
HIARZR

3. {HEHNSEM (Computer Implementation): I+ EHLAFHIIIESCH
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1 208

1.1 B
TR

bit (Eb4%): 14Nz
Byte (3£15): 8N Ti#t4lfI, 1Byte = 8bit
Word (F): 27FT1, 1Word = 2Byte = 16bit (X86%843; RISC-VERHITR1Word = 4Byte = 32bit)

FhEBEABEE (kilo, Mega, Giga, Tera, Peta, Exa)
1K = 29%it 1M = 2%%bit 1G = 2304t 1T = 2%0bit 1P = 25bit 1E = 2%0bit

« HNZ8F (Machine Word): BT IRELHIZEFTREIRN THEIEIERNE, BEBIEEUEIIHE
32{yFK: MWINFRR=TEZE4GB
BANEE: MR TRESA120791.8 x 10 bytes, EIBIX86-64 M| BISERRL 1F48MIEANMIE (256TB)

o NBFEAFPRIER: HUHLIEFT (byte)SRERL
o HlARFPHE—ADFTARIMbIE
o 1SR RFAUMBLIEES

0000

Addr/ 0001
= 0002
=000 Addr 0003
= ! 0004

Addr’ 0000 0005
=0004 0006
0007

0008

Addr’ 0009
= 0008 L 0010
Adds 0011

= 0008 0012

Addr’ 0013
= 0012 0014
0015

32-bit Words 64-bit Words Bytes  Addr.

o =FI5F% (Byte Ordering)
Big Endian: {[£{\/=75 (Least significant byte, LSB) GiESibilt
Little Endian: ={=5 (Most significant byte, MSB) SiE& it

#1{BR20x01234567, HbhiEE0x100

0x100 0x101 0x102 0x103
| 01 | 23 | 45 | 67 | | |

Big Endian | I

0x100 0x101 0x102 0x103
| 67 [ 45 [ 23 [ 01 | | |

Little Endian [ |

1. BHRT
CIESPhEAREUERTLAIA/ (in Bytes)
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C Data Type 32-bit x86-32 x86-64
char 1 1 1

short 2 2 2

int 4 4 4

long 4 4 8 (Linux)
long long 8 8 8

float 4 4 4
double 8 8 8

long double 8 10112 10/16
char* 4 4 8

Or any other pointer / / /

Bait:

o int: 4 Bytes, WRASEMINT MAX = 2147483647(= 23! — 1),
INT_MIN = —2147483648(= —23!)

2. ZHFIRE (WETFFR)
[RE3FN%MED

. TSRy (ERER) - BUX)=Y"z -2
o WITSEE (#M3 / Two's Complement) : B2T(X) = —x, 1 -2¥ 1 + Z;'H:_oz z; - 28 (w— 1RABERL/
sign bit / MSB (Most Significant Bit), FREEHIEE)

AFGE: 3D = IRES (RS R)
G NS =R +1=2w + iZ5%]

— M ERHMERT B SRR RENHMNERT
RSB EN R IN—

TS HIHEESE
* THSH s HRSH e Other Values
Upin=0 000...0 Tonin = —2%-1 100...0 fa1 = 1.1

Upax =2% =1 111...1 Toae=2%1-1  011...1
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X B2U(X) B2T(X) } }) ﬁﬁgﬁsﬁﬁ%ﬂzrﬂnﬂ%ﬁ £

0000 0 0
0001 1 1 . >0
0010 2 2 — —= — : -
o THEIENEREFEATN O wx = W
0011 3 3 x+2 x<0
0100 4 4
0101 5 5 —
0110 6 6 f
0111 7 7
,‘-‘. TMax +1 m
1000 8 ] [~ Thtax [@ @ TMax i
1001 9 7
1010 10 %
eyl |
1011 1 5 0@ 8 o |
-/
1100 12 4 - . o
i - =2
101 13 3 100...0
110 14 2 | Taain ::':“"1 = e
111 15 A

o WEBIGERAR: [z]H + [y[FF = [z + y[*i(mod2w)
B REBHAMIFRNG, STLARERS RN, X (QIERR) EESREEINEARS

« CIEETHNENSHEHNSH

o HEH (Constants): BMARHHSE, B UIEAEEERTETSH
o TAEHETHSIREHEH: HHSHEANEIRATHSH
o BIURALHESHNIZSR: B8, RisE

FTASEBEMZE & #MBINE
o TrFSENE

UAddw(u,v):{u+v,u+v<2

u+v—2"u+v>2Y(%iH)
o HMBILE

u+ v+ 2% u+ v < TMin, (i H NegOver)
TAdd,(u,v) = S u+v,TMin, <u+v < TMaz,
u+v— 2", Tmaz, < u+ v(iitPosOver)

HSEY & HISEH RIU2MNKAF

o TSR XEZIEATS
o WAASEH: XAEAEE (Bfb1m0) , ERRESNGR (O TREMIFAZE: -69.5=>-70)
A TCHEEEEE: Compute as (x + 2% — 1) /2% => Incremented by 1

1.2 FR8
1. IEEE Floating Point (IEEE 754)
TR E: Yy by - 2F

- BRM: REsEmibRRX /28X nEE
o float KEAJLUBHHEIINSRIG6Z, double SREYATLISHHEN/ RIS 1512
o WEGE: by — 1BUNEE D ARSR2, HUEREE1, ARH{IIRERO

417133



RN APIZ R TSR

- B (-1)°M 2"
signld: s (FRFFS)
expld (Exponent): E (IR5EE)
fracld (Mantissa): M (B#, F([1.0,2.0)RHVNE, 1REE)

OES [frac |
EEET A expISEERRES bits, frackiERRER23 bits ) B$£32 bits
WBEZaE expigiERRE/ 1 bits, fractZREJ9520its ) ) 3464 bits

EBBEZ= explSiEREA 15 bits, fraciiBEEEAI63bits | B$£80 bits (1 m’u“fﬁ):
EBEZSH explEREEH5 bits, frackZRREF10 bits 2316 bits

o IFREA0ZEEL:
HISIZE ST (Normalized) , FFHEIZEREL (Denormalized) , —LE4ETK(E

SEitEH Bias = 2(¢7Y — 1, HrheexplfifIfiEg
X4*NormalizedflDenormalized, HHE = Exp — Biass{E — 1 — Biass{FE = n/a

HEILZESET (Normalized)

PR exp # 000...0,exp # 111...1
1. BN IBERERE—MBE (biased) &

o Exp: expllifiR =LA SEHE
EBIEEE: 127 (Exp:1..254, E: -126..127)
TIEEE: 1023 (Exp: 1...2046, E: -1022...1023)

Bias = 2¢1 - 1, e = explakft{iE]
2. fraclRIB—AIfEE 91 (EILRILIER)
EBILIZRE (Denormalized)
HEEM: exp = 000...0, M = 0.zzz...x=>FE =1 — Bias, M = 0.zzz...x
BfARsLfil:

o exp = 000...0, frac = 000...0
Fn0 ((E=B+0F0-0)

o exp = 000...0, frac # 000...0
FERRI TORZERE
SIFLTKFEE, FRA“Gradual underflow”

—LEUISTRE

BEEME: exp=111...1=>FE =n/a
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BRsC -

e erp = 111...1, frac = 000...0

RIH

B ATRTEERYEH

BIEEXFSS50TE (EG/1.0/0.0 =+, EG/-1.0/0.0 = -«)
e exp = 111...1, frac # 000...0

Not-a-Number (NaN)

EG/ sqrt(-1), «, -, «=*0

— Vi Z RSl

SALF MR explEZaE 94 bits, fracil{ZEE A3 bits, bias=7

s exp frac E Value
0 0000 000 -6 0
- 0 0000 001 -6 1/8*1/64 = 1/512 <+ closest to zero
B lized 0 0000 010 -6 2/8*%1/64 = 2/512
numbers -
0 0000 110 -6 6/B*1/64 = 6/512
en0..0000 121 -6 .. 1/B*1/64.=.7/512 . . largest denorm
0 0001 000 -6 8/8*1/64 = 8/512 < smallest norm
0 0001 001 -6 9/8*1/64 = 9/512
0 0110 110 -1 14/8*1/2 = 14/16
0 0110 111 -1 15/8%1/2 = 15/16 < closest to 1 below
0 0111 000 0 8/8*1 =1
i ] 0 0111 001 0 9/8*1 = 9/8 +— closest to 1 above
Mormalized 0 0111 010 0 10/8*1 = 10/8
numbers
0 1110 110 7 14/8*128 = 224
0 1110 111 T 15/8%128 = 240 -—Iargest norm
\ 0 1111 000 n/a inf
I B STV A
Description exp frac Numeric Value
Zero 00...00 00...00 0.0
Smallest Pos. Denorm. 00...00 00...01 2- {2352} ) 2~ {126,1022}

Single = 1.4 X 107%
Double = 4.9 X 1073%
Largest Denormalized 00...00 11..11 (1.0 — g) X 2~ {126,102}
Single ~ 1.18 X 10738
Double =~ 2.2 X 107308

Smallest Pos. Normalized 00...01 00...00 1.0 X 2-{126,1022}
Just larger than largest denormalized

One 01..11 00...00 1.0

Largest Normalized 11..10 11..11 (2.0 - g) X 20127.1023}

Single =~ 3.4 X 103
Double = 1.8 X 1030
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F RIS IE

o (JLF) AERERLTSEBERItLERS
[&BI] @ DIRSECBRAFSAL
Z[5+0, -ORI%FSI
ZTENaNRYRRE (REEAFSAANE, NaNELEAMEERK, SCRRELREESRIN{A? ——undefined behavior)
HitbER A AR ERTAT S BRI MBI vs IFABIL, AR vs T35

A A A A A A A AMMAMMMENSSMMAAAA A A A A A A 4
-15 -10 -5 0 5 10 15
2. Rounding (&)
& \I&z: Zero, Round down, Round up, Nearest Even

F{BZ= A (Round-To-Even)
B PRRAENSN, BEttSS4ESIHRE (statistically biased)
KENZTTRREWEM N A ReERPEEERISAN

BEFEEN ERRETNEFREE

E.g., round to nearest hundredth

1.2349999 1.23 (Less than half way)
1.2350001 1.24 (Greater than half way)
1.2350000 1.24 (Half way—round up)
1.2450000 1.24 (Half way—round down)

‘Even EHRERRBARHFEN0, MEEESEFEMAYEHSI100...

AR A2

Value Binary Rounded Action Rounded-Value
2 3/32 10.00011, 10.00; (<1/2—down) 2

2 3/16 10.00110, 10.01, (>1/2—up) 21/4

27/8 10.11100, 11.00, (1/2—up) 3

25/8 10.10100, 10.10, (1/2—down) 21/2

5Ll BT SEGEIRASLZREHEN
@ MW => @ ) => @) JFEE/Postnormalize (& NIR{ETTHES |2 H)
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Value

128
15
17
19
138
63

Binary
10000000
00001111
00010001
00010011
10001010
00111111
Value Fraction
128 1.0000000
15 1.1110000
17 1.0001000
19 1.0011000
138 1.0001010
63 1.1111100
Value  Rounded
128 1.000
15 1.111
17 1.000
19 1.010
138 1.001
63 10.000

3. CIEEHPRNZ & (SeBIEER)

-~

LT

~

Fraction Exponent

1.0000000
1.1110000
1.0001000
1.0011000
1.0001010
1.1111100

(0 I - - T

Incr? Rounded
N 1.000
N 1111
N 1.000
Y 1.010
Y 1.001

Y 10.000

Adjusted Result
128
15
16
20
144

1.000/6 64

int (32i%%) , float (1+8+23=32{i/%%) , double (1+11+52=64{\[F%)

o doublegkfloat => int

REERDEMT, TR
INRiEH (B double/float AILIRTFIIRABEELL int BBRANSEAEBEEKR, HITREEH) HEFAEE

NaN, NEEERGEEN: BEENTin T
e int=>double

BEISIEHRILIR

e int => float

Aaimt, BEAEHEEN (EHKE float HIEZK
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2 {{H3

21 iCHwiBE

1. iCRIFREGHS
(FBiEFEE4E14) / Control Flow)

) CPU — Addresses ‘ ) Maim Memory
” Object Code
Register file Data Program Data
PC . B Os Data
Q-n_t tion) i
Codes Instructions ‘ Stack

$§$51F5 / Program Counter / PC
FET—FIESRIMEIE
x86-64ZEtA FHIZF ARIP
(8 bytes / 4 bytes(RISC-V))
SR 5517261 / Register File
MR RERERRILAR R DRI RIERTFE BRI
(=16 x 8bytes)
22{483 / Condition Codes
ATFEESREHRITIESHNERRSER
FHREHESHIFIETHIIT
(= bytes)
PRI | 628 / Main Memory
AF R aEEF g =S E
EZHGERHS (object code). #HUE (program data). i&1TH% (stack)LARIRIERZEEE (OS data)
(=GB)
(EIEERE) R AIHI=HRPS: AL, Ioirte. £/E%E

=}

= VS

® B HFE -
8 =B CPUPSB CPUSMER
hIiERE (73 &

g B i X

B & = K
#rhn  ARFERTE iR
W4t ot A AEMARA

(ZMAREFESHUI5)
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2. iC4wites

(web)Compiler Explorer

SR CRAREAE ST gcc -0g -S sum.c #-fno-stack-protector

Hep: -s &3 sum.s , -c BREER sum.o (BIXIEIUE, NENESES
X
g++ -E main.cpp -o main.ii //Preprocess: T IEfm< (WhIE#includefliz)
g++ -S main.ii -o main.s //Compile: RiFNCHEA
g++ -C main.s -o main.o //Assemble: RiFFIESHFREFEENRHEF
[/ZX=AEHRRFR”

g++ main.o -o main //Link: RXKXAMITEEREER —SHERIRITXMH, “HEEEE”

/ /Bt R IR%E T

g++ test.cpp --std=c++11 -fno-elide-constructors -o test
/ /BRI mFERHITREER K

g++ test.cpp -g -o test -fsanitize=undefined,address

//EEBIBEAEL EH. REFEINERRAS S

//HE:

gecHmiFCHEs, g++RiIFC++UARS

=iC%map<: objdump -S/-d a.o, objdump -S/-d a

o EIHIC/IC++4FiE88: GCC, Clang, MSVC, ICC
o IIEBS N assembly_tutorial

2.0 {R{FRE

o RIS E NFRIRHITEABIERE
- NESSFEEE. AT/ FRZaEHEIE
o FEFRHNITIRNFREYEETE (transfer control)

2.0 iBAEFR

1BHZ57F88 / General-Purpose Register
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https://gcc.godbolt.org/

N 8 byte / 64 bit N
rax |E.|{lL < > 1&1},’_
L EHEEE accumulate |
2. ER5%EENH, #Ee %rax %eax: %8 %r8d
3. FrnE #Efyy mEgg 0 s R bt
4 BrEl BH/E — LA e A
ax %rdx %r9 %r9d
S o BERAN, E0BH BHIAAN, EorBi ——
2 BETd. 2% |counter r r
%rcX FHES AtEcounter %r10 %r10d
REIRAN, 84184
base
%rbx %r11 %r11d
324tE = T FAIGOTHENE L
source index
%rsi repmovs %r12 %r12d|
AELARN, F21EH L
destination index
%rdi P™m° %r13 %r13d|
FOERE, F 5% L
stack pointer r [
rsp: B2 ZI4E AR TR %rsp %esp %r14 %r14d
base pointer . I %sp i
- f inter, 7R 2
T Pt OB %rbp %ebp - %r15 %r15d|

WEAERT (TMUEEERS)  ANEFR
ENFE/FREABERFERER

LRHDTFT NS, BHMEZGENSTZEE: rdi, rsi, rdx, rex, 18, r9, 4B HTRBLIERT, Bi6 MEXSTLE,
(BIE BRI GIRZ NS+

ERRERE: [wEFERTS, EREREEI, WRXLFFEEFN TR, FEECIFZINF (1) &
2.1 BEFEEE (AT&T)

o HiERE
o EEAVMIE: HUEEEN1,2,4,8 bytes
o [FREUE: HUEERE/I4,8,10 bytes
o TEREUERE: RBENNENAZEN
o BRI
o BUZR (AT&T)
EFRrRIfiELd %
MEPEEIHRTELA §
+7 N HEEIGELA 0x

o JG8%
SRR AISEEEZFRS: allab, ax, eax, rax
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Suffix Name Size

B BYTE 1byte ( 8bits )
w WORD 2byte ( 16bits )
L LONG 4byte ( 32bits )
Q QUADWORD 8byte ( 64bits )

« {EX86HA, {EMA “F (word) ” * AT&TICmiSSE SR IBAOENRE

KERRTONEEEEER, "WF” KB —RERBICRESHESR
F=m32(u, "IUF" FR6MU FHITR S

[EG]: mov1 R MREIE2bitEFFeS, movb R ER{ESbItTIFER

o BEHTE
IR, BRURMESER
[EG]: movl $0x42, %ah : 1BIZBNZY $0x42 FEIEZFFES %ah
ST RFRTCIRIEECKS, EATATHRIESFEEA O &k
[EG]: mov1 %ebx, 8(%si) : 15 %ebx HiF8EREMEINFUIR 8 (%si) FARFERTLE, HHEFinteliC

fRPRY [s1 + 8]
2.2 < (CSDN)

1. 1z88%

XXXXXXXXXX
add1 %edx, %eax //edx+eax, ERKEeax

add $5, %rl10 //5+r1l0, ER®KEIr10

inc %rl0 //rlomnl

mul %rl0 //BraxdELirl0, BERKE I rax®, EHERDHE rdx

div %rlo0 //raxBRr10, @& rax, SEHE rdx

2. 38R

XXXXXXXXXX
mov %rl0,%rll //Rrl0FFEEMELSLr1L ;

mov $99,%r10 / /B ILENER9IMHELA r 10577 28];

mov %rl0, (%rll) //#&rl0REENEr11FEFRPHSERRENREF L E;
mov (%r10),%rll //¥rl0shE{EfEmaIAREFtiIt ENRBENEIr1l;

push %ri10 / /B rlofEREIRL ;
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pop %rl0 / /BRI {EpopE) r10& 788 Lo

3. MEEHIES

XXXXXXXXXX
cmp %rl0,%rll //tE8r10firll, RIFLLRERFKIRBECPURIREF 728, MMFMEEAYumpiEa;
cmp $99,%rll //EER99MIrll, RIELLIRERFKIRECPURIPREFT 728, MMMEEATjumpiEal;
jmp label //BkEEE]1abel

je label //INRIEBE, BT Tabel

jne Tlabel //ONRAEE, BEEET1abel

31 label //SRNF, BEEEEIabel

jg Tlabel //ANRATF, BKEERTabel

call Tabel / /A RER

ret // MEEGERIRE]
syscall //BGEAR BT, HA"int $0x80" ZKXAMT)

4. L4 (assembler directive)
FFHANCRIUGRIFIRYE, B—REAS . FFLRNES, RATAT iCHEETRY. XEMSBNERETSE, B
BERANE, XEAHEIERNHES, MasLRss—FHiEn, MAILHIET (Assembler Directive)
SHIE(E (Pseudo-operation)
o .byteFRIAI
A RNESHEE TSN REANSH, AKX ZERESHR, BINFREAXSHEEESTH T—NFD
.word FKIAT
ENMNRERFMEER— PR a0 FRE, BEE—F (FMFH)
file =fF (string)
BEREFSEEIVESTE— N ENBEXE, string @R 43,
.text /N5 (subsection)
BEasimiEssiEasEaLmE4RS IsubsectionfUIEX FERAUREE, subsection@— PMERIRIAT
.codel6 : HIFIRIFFEMN16(IATES
.globl : EXEFFS

o .fill repeat, size, value

o

o

o

o

o

2.3 tRIR(E
BNCRITBRATTHREBE LU T AL RIS

XXXXXXXXXX
pushl %ebp / /R E BB IR TSR
mov1 %esp, %ebp / /A& R TRER LR B D AR R R 3B
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subqg $18, %rsp //REERFRETIE, FRET24FT

LA ERIEREN : R L — TR ATt IR EHTFIE— 15

3. JESIR(E (LIRPPT)
3.1 BR(EIXIES (mov)

moviESEE: movb, movw, movl, movqg, movslg (B—PNWEDH 1 IEEBRINFMHE q &)

— N FEword AIESEERERENFT 1)

MOVSHKIES: KR/NGRERHZIRARBRIIER, BIFSH BRER
MOVZIES: BR/\IREFIZRANERIRIER, BERIRFTIHOKER

HAiEE: movq Source, Dest

52 SR

o Imm: SZENEY / BREVEEL ([EG]: $0x400, $-533) : prefiz=S$
* Reg: Hf7es (16MNBEALIESEZ—) : prefiz=%
o Mem: RfF (8MEEFT, #iAIIBNFEFRABIEE) ([EGl: (%rax) ) : prefiz=%

movzwl] (3SEEY

Source | Dest Src,Dest XE(LWGESET
'
Reg movg $0x4,%rax temp = 0x4;
~ Imm <
L Mem movq $-147,(%rax) *p = -147;
-
Reg movq %rax,%rdx temp2 = temp1;
movl < Reg
<
L Mem movq %rax,(%rdx) *p = temp;
=~ Mem Reg movq (%rax),%rdx temp = *p;

(BERGERRERER AT

3.2 FHHE

1. [E)ESHE

. (R) SFSERIEEAEIbIE
WFiEE: Mem|Reg|R]]
1§<: movq (%rcx), %rax

2. BRIz ESHE

. D(R) SEERIEENF RN, BHDAHREE
Wtk Mem|Reg|R] + D]
8% : movq 8(%rbp), %rdx

3. FEHHES
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i&=: D(Rb, Ri,S)

D: Bg (iHRBE)

S: LEHIEF (1,2, 4 0r8)

Rb: EHtE57788, 16 NERSEFSES—
Ri: ZEB|51F58, %rspAMERZES|SEES

A7Ebtt: Mem[Reg[Rb] + S * Reg[Ri] + D]
B (ZMENER) -

(Rb, Ri): Mem/|Reg|Rb] + Reg|Ri]]

(D(Rb, Ri)): Mem[Reg|[Rb] + Reg|Ri] + D]
(Rb, Ri, S): Mem[Reg|Rb| + S * Reg[Ri]]|

[EG: iTE BHAAENS , %rdx == 0xf000, %rcx == 0x100]

| Expression Address Computation
0x8(%rdx) 0xf000 + 0x8
(Y%rdx,%rcx) 0xf000 + 0x100
(%erdx,%rcx,4) 0xf000 + 4*0x100
0x80(,%rdx,2) 2*0xf000 + 0x80

X86-64: FAINIEFHSEEEELN64(, (ANRFEH int HUESRE,

void swap(long *xp, long *yp)

long t0 = *xp;
long t1 = *yp;
Xp =t1;
*Yp = 10;

}

void swap(int *xp, int *yp)

int t0 = *xp;
intt1 = *yp;
Xp =t1;
"yp = 10;

}

3.3t EIES
HAEE: Tleaq src, Dest

Hrp, Src2AFIETREREN, HHEHRAMEIITTES Dest
(R #ubtE (ITFGFF) . [ECL translation of p = &x[i];

HiTx + kxyX—RBREHITE, Bk =1,2,4,8
[EG]: Tong m12(long x) { return x * 12; } ==>
leaq(%rdi, %rdi, 2), %rax # t <= X+x*2

salq $2, %rax # return t<<2
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W FROETRIDE32()

swap:
movq
movq
movq
movq
ret

swap:
movl
movl
movl
movl
retq

(%rdi), %rax
(%orsi), %ordx
Y%rdx, (%rdi)
%rax, (%rsi)

(%ordi), %edx
(%rsi), %eax
%eax, (%rdi)
Y%edx, (%rsi)

Address

0xf008

0xf100

0xf400

0x1e080



3.4 BELTRIES

BIRERIES

incq Dest
decq Dest
negq Dest

notq Dest

o [EG/I—MRiF[MAAIGIF: BERT 3]

long arith
(long x, long vy, long z)
{

long t1 = x+y;

long t2 = z+t1;

long t3 = x+4;

long t4 =y * 48;

long tS =13 + t4;
long rval = {2 * t5;
return rval;

o [EG/IN—MmiE=siitaIfIF]

) Format
TURERHES |
addq Src,Dest
subq Src,Dest
imulq Src,Dest
salq Src,Dest
sarq Src,Dest
shrq Src,Dest
xorq Src,Dest
andq Src,Dest
orq Src,Dest

» Computation

Dest = Dest + Src
Dest = Dest — Src
Dest = Dest * Src
Dest = Dest << Src
Dest = Dest >> Src
Dest = Dest >> Src
Dest = Dest » Src
Dest = Dest & Src
Dest = Dest | Src

Multiply (E{E6441)
Ssh11%{#

A5
ZEEE

Computation

Dest = Dest + 1

Dest = Dest - 1
Dest = - Dest
Dest = ~ Dest

arith:
leaq (%rdi %rsi), %rax #t1
addq Yrdx, %rax 412
leaq (%rsi,%rsi,2), %rdx
salg %4, %rdx #14
leaq 4(%rdi %rdx), %rcx # t4+x+4
imulg %rcx, %rax

# rval
ret
| Register Use(s)

Y%ordi Argument x

Y%orsi Argument y

Yordx Argument z

Yorax t1, t2, rval

Yordx 4

Srex t
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int logical(int x, int y) logical:

{ movl %edi, %eax
int t1 = x"y; xorl  %esi, %eax
intt2 =t1 >> 17; sarl $17, %eax
int mask = (1<<13) - 7; andl $8185, %eax
int rval = t2 & mask; ret
return rval; :

Register Use(s)

} Yoedi Argument x

. Yesi Argument y
u)) 213=8192,2'3 -7 =8185 Y%eax t1, t2, rval

4. X86iLfmtgst

At&T Format #[] Intel / Microsoft Format: 3I&X%H
GAS / GNU Assembler: ;[ 4m22

X86-64IESHIE R

o XFFSMRBINIS BRI
MEDE, HfFss, ATEUE
o XFESMAEELHTERL
Rb+ S+ R; + D, BAJBRTELHITE (W Teal/leaqiE<s
- BEESHLARFEREVR(FE
. BKIES

from 1 to 15 bytes

2.2 I5S4EHS

1. % (control flow)

QhEEES: MEmhZEIXE, CPUEEARIHIT (BBRE) —MESHFSI, —IR—F— XM TIRFF#FR /9 CPURYESITE
HEHUTIEFIER.:

IGETEUE: %rax...

FRTREE . %rsp...

LUEHESHE T—4%: %rip... (X86ZEHTFHIPC)

{419 CF, ZF, SF, OF

B EAAIEFILE . Jump and branch, Call and return

o FMHE (BEAESRENIRE)
CF: Carry Flag (#{)
ZF: Zero Flag

SF: Sign Flag (negative if true)
OF: Overflow Flag
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2. 5R1gS
e add

addq Src, Dest

CF #iiirns: RTINS ENERNEG

SF setift<0
ZF setift ==

OF set if {MGIEEH! (BIHHSEAIEH)

leaqiE SR ERMFT
e cmp

cmpq Src2, Src1 (=1+ESrc1-Src2)

CF set if carry out from most significant bit: BJFEFFASEAILLIR

ZF setifa ==
SF setif (a-b) <0

OF set if two's complement overflow: #MBitEZEH

e Test

Testq Src2, Src1

IHESrc1 & Sre2FREBMAISAD, BEAFNEZEBRIRIFL

ZF set when a&b ==
SF set when a&b <0

CF=0,0F=0
e SetX

SetXig5$

IERERIRIRMAS (ERERMGENES)  AEABNFREES (RTHTMFDARSHIER)

SetX

sete
setne
sets
setns
setg
setge
setl
setle
seta
setb

Condition

ZF
~ZF

SF

~SF
~(SFAOF)&~ZF
~(SFAOF)
(SFAOF)
(SFAOF)|ZF
~CF&~ZF

CF

Description

Equal / Zero

Not Equal / Not Zero
Negative

Nonnegative

Greater (Signed)

Greater or Equal (Signed)
Less (Signed)

Less or Equal (Signed)
Above (unsigned)

Below (unsigned)

D INEBEAEEITEDSE, MOFS1(a>=0 &8& b<0 &8& (a-b)<0) || (a<0 && b>0 && (a-b)>0)

[EG/EHEER movzbl 15X BIYSFF=mtt T 0"Y E]
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int gt (long x, long y)
{

return x > y;

}

Register
$rdi

$rsi

$rax

cmpq %rsi, %rdi # Compare x.y
setg %al # Set when >
movzbl %al, %eax # Zero rest of %rax

ret

3. BkEEHES
. X

RS RIS T — R TIES

(RBNRFFHAAT)

jX Condition
jmp 1

je ZF

jne =7 F

s SF

jns ~SF

ig ~(SFMOF)&~ZF
ige ~(SF*OF)

il (SFAOF)

jle (SFAOF)|ZF
ja ~CF&~ZF
jb CF

Use(s)
Argument x

Argument y

Return value

““64-bit operands generate a 64-bit result in the destination
general-purpose register. 32-bit operands generate a 32-bit
result, zero-extended to a 64-bit result in the destination
general-purpose register.”

#§8"Intel® 64 and 1A-32 Architectures
Software Developer’s Manual Volume 1:
Basic Architecture”

Description
Unconditional

Equal / Zero

Not Equal / Not Zero
Negative

Nonnegative

Greater (Signed)

Greater or Equal (Signed)
Less (Signed)

Less or Equal (Signed)
Above (unsigned)

Below (unsigned)

[EG/miEE<S: gcc -0g -S -fno-if-conversion control

E Generation

gcc —0g -S —fno-if-conversion control.c

long absdiff

(long x, long y)

{
long result;
if (x >vy)
result = x-y;
else
result = y-x;
return result;

 Goto

.c]

absdiff:
cmpgq %rsi, %rdi  # x-y
jle L4
movq  %rdi, %rax

subq %rsi, %rax
ret
.L4: #x <=y

movq %rsi, %rax
subq %rdi, %rax
ret

Register Use(s)

%rdi Argument x

Yorsi Argument y

%rax Return value
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C allows goto statement.
Jump to position designated by label.

XXXXXXXXXX

Tong absdiff_j(long x, long y) {

Tong result;
int ntest = (x <= y);
if (ntest) goto Else;
result = x - y;
goto Done;

Else:
result =y - x;

Done:

return result;

4. F4ETh

iBX: if (Test) Dest <= Src

FHPAEIE S TMRFRKEAIERAIHI TR R ARIR

FHBEMESULIERX—UAR

[EG]

long absdiff (long x, long y)
{
long result;
if (x>y)
result = x-y;
else

result = y-x;
return result;

) absdiff:

movq Yrdi, %rax
subqg Y%rsi, Yorax
movg Yorsi, Yordx

subq Y%rdi, Yardx
cmpq %rsi, %rdi
cmovle Yordx, %rax

ret

FHEBIESNERMYE

#x
# result = x-y

# eval = y-x

#xy
# if <=, result = eval
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1. Then-ExpraiElse-ExprRix=, B “BIEFR”
2. Then-ExpraiElse-ExprRiANHUITEERK

HERELES
AMREETIKEE (AZEKTRE)

Instruction Fetch (IF)

Read Registers (RD)
Arithmetic Operation (ALU)
Memory Access (MEM)
Write Back (WB)

IARERALIERS, SHFRERKELUIRZ RIS
FHHEESEESSIR—EMtLEREK, EEEREHR

5. BN 33Z18S
e do while & while
o« for {&E K
o switchiEf): BktEsk
Direct: jmp .L8 /jump target is denoted by label .L8
Indirect: jmp *.L4(, %rdi, 8)
start of jump table: .L4

must scale by factor of 8 (addresses are by 8 bytes)
fetch target from effective Address .L4 + x * 8 (only for 0 < x < 6)

[EfRBREERRRT T F=A—1F, FElinker

I{ong switch_eg(long x, long y, long z) » Jump table (ﬂkggﬁ)
longw =1;
switch(x) { .section .rodata
}' o .align 8
return w; .L4:
} quad .L8 #x=0
K 4 quad L3 #x=1
>> Setup: quad L5 #x=2
quad L9 #x=3
switch_eg: quad .L8 #x=4
movq %rdx, %rcx quad L7 #x=5
cmpq  $6, %rdi # x:6 _
Indirect W) ja L8 # Use default quad L7 #x=6
jump jmp *.L4(,%rdi,8) # goto *JTab[x]
[ S A K

4ME Fall-Through
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longw=1; — case 2:

. w =y/z; —

oto merge;
switch(x) { 9 9
. case 3:

case 2: w=1;

w =y/z;

/* Fall Through */ merge:
case 3: wt=z;

break;

W +=Z; A //’

BYERAGERSEE: HERR Nt NS, =FHtse

2.3 RS
ETFRIZES
(memory managementHg>x)

1. ZkREI
[EG] C, Pascal, Java
RBEATEANRY (Reentrant) BB R— MRS N IGIEET
HWFEEES —RKEREFEE N RECLHINEYE—S 3 S E AR ElHE
2. PRI T{EE
BB TIEIEERN, AMRABMAYEER—From when called to when return
WERAERFRABERE (—KIERT)
3. BN LBITErRPLEP— MR (stack frame)

« REUERIERSITIFIIE

Passing control: {XA2iERSIRME]
Passing data: RS 5IREIE
Memory management: JEREFTEEIIAEF S BCAREIRTER

AR HIER R RN RS S < LAY
+ X86-64HYFEFFH%
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| HRI

* 55 “fe(stack)” IL{F/RIE | _
B—RAEREEL nc:reasmg
- NS IR Addresses

* %rspfFfiftEliudit

Stack Grows
ALE R Down

%rsp —

Push Src

M src BUSHEAEEL
Y%orsp = %rsp — 8
BNt (%rsp)

popg_Dest
SEEETREERE (Yorsp)
Y%rsp = %rsp + 8

S5 A\ Dest

1. @M5iRME (Passing control)

o EREUAMBIES: call Tabel, EGiBRENbLULENL, BtiEZElabel
o iBEtEE: CallgSHI T —&IgE bt
o REFERMEPES: ret, HHEEHKINAVIREMIE

2. {&& (Passing data)

o BIANMESHEESEEAN: %rdi, %rsi, %ordz, Y%orcx, %r8, %r9
BEE: %raz
o RFANSHERRERE, MNEEETE

3. ¥ (stack frame)

- FENAE: BETE. IREHE IGETE
HNRES TR BRIM=SE): set-up code
EREOREIATEERL: finish code
E1728 % rbpiE A LRI ITAYEC A HEkE
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(m]i#&)Frame

Pointer
%rbp —
proc
Stack —
Pointer \ Stack
Yrsp “Top”
o LHHEMBIAZ (x86-64/Linux)
FEREESEL (Argument build)
BEEE (RNBERSEFSENER)
PRTFROSF28ME
REREAIE AL (BTIE)
IREREIE: B call I 5SFEA
HRIREAVMANSEL
Caller Frame
/Arguments+7

Hetufset(Jik) | Return Addr
(%rbp) —— |  Old %rbp

Saved
Registers
+
Local
Variables

HRIEE Argument Build

(%rsp) T

o BRERERE —RMEDECERML; BERUEER

1. 5% spBERME (HIIAIA/N)

2. TR I BRI RIERRE T Yor sp5EAkAd

3. AILERSES: BEELIAAET HRIkIEE (Torsp) 128F BRI L=
4. YorspEFEMN ERAME (BeiA/)N) RORTRERK

4. HF=REM1EG
BRSFRRD IR
R . CallerfEAFREZEGXEHFRABSEFHEECRKMN, BRERE
. CalleeftEAF TR ANHREREFEEERIRMA, BHARE
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9% rax Return Value % r8 Argument #5
% rbx Callee Saved %9 Argument #6 |
%rex Argument #4 %r10 Caller Saved |
%rdx Argument #3 %11 Caller Saved
% rsi Argument #2 %ri12 Callee Saved
%rdi Argument #1 %r13 Callee Saved
%rsp Stack Pointer %r14 Callee Saved
%rbp Callee Saved %15 Callee Saved

5. 52 &3

volatile®r & : IEFIEMAETE (EEFRIRIBAGFINIL) | (B7ECirERTiBIErtERE TR %rsp
BEMS, BERE—MR: O KK @ F7F88 @ 1517k, volatilelBSTHRIET®

Red Zone: The 128-byte area beyond the location pointed to by %rsp is considered to be reserved.

¢ RIP-relative addressing

[EG] £ BZENWEIEIHUERBE T %riphihER (XEEAY%ripReeSH, XteYorsphIttitREiE

L)

long scount = 0;
[* Swap a[i] & a[i+1] */
void swap_ele_se

(long a[], int i)

swap(&ali], &a[i+1]);
scount++;

swap_ele_se:

2.4 X86-3289FEE A

PIFIEI: -m32

movslq %esi,%rsi
leaq (%rdi,%rsi,8), %rdi
leaq 8(%rdi), %rsi

call swap
incq scount(%rip)
ret

1. (EBEEFEK (XEX86-642RFAS1ZREFE)
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# &a[i]

# &ali+1]

# swap()

# scount++;



void swap(int *xp, int *yp)

{
int t0 = *xp;

int t1 = *yp;

*xp = t1;

*yp = to;

swap:

2. AE8NERSFEE, caller-callee XX &I T:

BE: 4T HERASEDIRE

pushl %ebp
movl %esp, %ebp ﬁet
pushl %ebx P

movl 12(%ebp), %ecx
movl 8(%ebp), %edx
movl (%ecx), %eax
movl (%edx), %ebx
movl %eax, (%edx)
movl %ebx, (%e cx)

Body

movl -4(%ebp), %ebx
movl %ebp, %esp
popl %ebp

Finish
leavel§ %

ret

%eax

$edx

%ecx

AT

%ebx

%esi

$edi

%Sesp

%ebp

—RERT “EENIEFSREBIRFER"

BERILFIACRARIE TR
BRmSBLAF TR —{E5

e BUNTCHAE (x86-32%
1) , EhGETE—HIRAS
HE— BT EMELaE
BURKGEEARFRELE
(BigiZAFRIOZEEB
X) ., MERSETIRE#HGETET
RENLEEREES, H
E—HBMASHBRZRE
Bhithhit

GET:

movl 4(%esp), %eax #(A)

movl %edi, 20(%eax)
movl %esi, 24(%eax)
movl %ebp, 28(%eax)
movl %ebx, 36(%eax)
movl %edx, 40(%eax)
movl %ecx, 44(%eax)
movl $1, 48(%eax)
movl (%esp), %ecx
movl %ecx, 60(%eax)
leal 4(%esp), %ecx
movl %ecx, 72(%eax)
movl 44(%eax), %eecx
movl $0, %eax

ret
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SET:
movl 4(%esp), %eax

movl 20(%eax), Y%edi
movl 24(%eax), %esi

movl 28(%eax), %ebp
movl 36(%eax), %ebx
movl 40(%eax), %edx
movl 44(%eax), %ecx

movl  (%eax), %esp #(D)
#(B) pushl 60(%eax) #(E)
movl 48(%eax), %oeax
#(C) ret

1. SETHEMEEMERMZ, RiEEEESY?

2. AT (A) BSHETRE, caxRFMRIRFA? (B) 188
TR, eoxPIFMMRMTA? (C) BSMEARTA? (E)

EOMERRHA? 8 (D) BSURRE



AfESHITIR, eax FHMEANFHRAVMI (ATREFLESNRESNRFR) .
BigSHiTlE, ecx FMMREEMIE (B GET R&/E T—HEHITAIMAL) .

CIESHERRILE esp #IfES. (AT D RREHLEF AFR) .
D £ EH M E movl 72(%eax), %esp.

ER<CHEARRRE It EAL (B GET REUS F—aZMfTaytEil) .

2.5 SEMIEXRBMICRERR

EREHRE
) BB MARSEFSHSHSH?
Intel GAS Bytes C
byte b 1 [unsigned] char
word W 2 [unsigned] short
double word I 4 [unsigned] int
| quad word q 8 [unsigned] long int (x86-64) )
) FRE
Intel GAS Bytes C
Single s 4 float
Double I 8 double
L Extended t 10/12/16 long double y

1. SRS

—HEA: T A[L]

EAKMIERR: T, $AEKE: L
EETFEIEANA L * sizeof(T) FEHHIZEIR
o 5184 |

o BREHAE: T A[RI[C] (RfTCHI)
BT HIENSEAN: RxCx K bytes (TroEAIEKET)
1T TEME (Row-Major Ordering)
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int A[R][C]
[ AU ——f e Al e AR

A A A A A
[o] - " [o] . & @ L [i] . s » . & @ [R-1 ] .- " [R-1 ]
[0] [C-1] [ [0] [C-1]
A A+(i*C*4) I A+((R-1)*C*4)
A+(i*C*4) +(j*4)

e Multi-Level Array / Nested Array
TEUNVE—NMEFEE, HEKENS, HATHERKE/I8 bytes (int* univ[3] = {a, b, c})
BMEEHER— N EBEEA
SHREHARIXE :

) Nested array | ) Multi-level array

int get pgh_digit(size t index, size t digit) int get_univ_digit(size t index, size t digit)

{ {
return pghlindex][digit]; return univ[index][digit];
} }
emu | ] 3 1 2 1 1 3
univ 1?6 20 Zi:l 2 3‘5 {3
1|5|2]o|s[1|s5]|2|1|3]|1|5[{2|1|7|1]|5]|2]|2|1 160 36 - mit_ 3 2 11 3 1 o
168 16 » !?6 A0 d':l 4B 512 56
] 16 56 = “""9',|1|2!n!
16 96 116 136 156 1 o i Al h h%
(% ¥ | [
GEEPRIMEXREEREE, (BithihiEER
Mem[pgh+20*index+4*digit] Mem[Mem[univ+8*index]+4*digit]

o HBREXIRE
o EEA/N

ERTBRAE SRR, DR RS
o EJEEA/N
TR A KSR, ORI RS

» BRES|ITE: Traditional way to implement dynamic arrays
» [REUERS[HE: supported by gec (COMTIE)

_K‘,gi\n.

2. HE5EEIRR
SEIIAFEMED T (Memory Layout)
ELESENAEXE, RS EEEEFRE
BN BRIFFL
ERREAXNNSENERNNERBRFmERRE (CREEA 7 BREREEER)

o XIFFRI—RRIREN
EARMERLIEREN N KFT, BRAEFMEBIIINE KRVEEIS (X86-64)
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HENBRERAFRELANFRARML, SHREOA/NEIIXITTRY, N4/8/16FTXIFE (WREWE IR
S PRI RES [ERMNINTEE)
o FMFSRMITIE
HERE N TTRERENEI NS AR S E AR RIIRITFERK
o MIFER
o EA¥UEREY
1 byte (e.g. char): N/A
2 bytes (e.g. short): Iht&GRE—{I/90
4 bytes (e.g. int, float): HIUFRE {740
8 bytes (e.g. double, char*): HIGRE={I/0
16 bytes (e.g. Tong double): HBHHRFIUAI/0

o LEHRIFRERITTER
IR RIRI S ERE R TR R N TR T ERR ST
ETTRAII ST BRI REIX TR B BRI TFER
ERRKEGRRZEZ N TR T T ER RSB TR KEEEAUS

example: struct S1 {char c; int i[2]; double v;} —[K=8]
Lc] | iop | i | H v
P+0 P+4 P+8 P+16 P+23
I Multiple of 4 Multiple of 8
Multiple of 8

STAIRE—NEA, ALAEEFRIBINITER (EEK) BUBIHESAIEREE
IARAXS ST

o AN N ITERAESHPRIE I RIFEN T ERE

o LEMIEUE: BAEHRKERUSERKE, HES N ITHRANFEXK
RSB HRITTR
BIiTESATR (RIEM) RYtBiE
RIERENZEFRIRITTER

FEWATTEAE, FHREBREAER
e union/ BX§

unionFRJLAEN Z AR, unionfI K/ INHEKBIRLRRIK/IVATE
unionft RHEZR—HRANNIRTF, —XReEFEREFI— IR

struct S1 { union U1 { =
char c; char c; - =
int i[2]; int i[2]: i[0] [ i[1]
double v; double v; v
} wSl“ }'llp; UFPFO U[)+4- U[)+a
[c] T I T | v |
sp+0 sp+4 sp+8 sp+16 sp+24
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2.6 HEIE
iR, REL ESmEN:

wE HHE @D 83
RHEEARENRS) v FFHEM or HFEE or #iHIE
ERES ‘ v HMER(oIPREIER. RBRAHE, HhtREEm it
BHSH . v BIHEENSFRSHRES
HEIEEIE v %rdx + %rax
BEsiES (B®) v HERFPCioffset
HER ot v FTHEm
FSEEAOMIE v BRI FPChdoffset
2RBEHAOMhLE . v HMER(oXIPHRVEIER. KBERATHE, HatfEeEnitit
SRR/ EERALIEZS/MIRS| B, MSHA s, XXM "Ef" HREETEN

XXXXXXXXXX
g++ -E main.cpp -o main.ii //Preprocess: F{tIEs< (IB#includeflZR)
g++ -S main.ii -o main.s //Compile: RiFHCHRHKET

g++ -c main.s -o main.o //Assemble: RiIFMIESHREFENRF

[/ E=AEHRRIFHER”

g++ main.o -o main //Link: BXRXXEMIREETEE N HGIRTHRITXE, “HEEER”

1. §575HEHE (Static Linking)

VA => R AIERIAR (Relocatable Object) St => SR 4HEEF-EAHITIEH (executable
object file)
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wFSHEE

= unix> gcc -Og -0 prog main.c sum.c -static -fno-pie
® unix> ./prog

main.c surln.c. BT

Translators Translators
(cpp, cc1, as) (cpp, cci, as)

} |
mailn.o.. SUT-O IEERRINEERIITR ( Relocatable object) 3M{F
Linker (Id)
rjb SE2BERFENTHITHRIE (executable object file)
prog (B8&Bmain. cGsum. AR SEIE )
ERHEEAER
1. 1T

ZNVNUFS AT LSRR — MERF, AR —NEXRIBE—RX
LSS N ERREHE R
2. TIRRS
ERE]: JR7GRIFE
ENEXHIERE, LR IRIFA SRR, MABERIEXG
B EXMH
Z B R RE T LAER AR — 3
AHATHREISITIHIRERER (memory image) WRBEHELIRMERZIRIEEL

TSR | Symbol Resolution
o« EREXUNSIAT—&SIFS (symbols, EIETEFIRE)

define symbol: void swap() {...}
reference symbol: swap(Q);

define symbol and reference: int *xp = &x;

s RWIFRBIISENFHEERSER (symbol table) =

Symbol table is an array of structs
Each entry includes name, size and location of symbol

o EEBEE—MISSIA (reference) SHSENBRIEK
ETE(iI / Relocation

1. B NHRIETE | UIBEREE AN SR —RIUEHRERANAABER
2. 5. oX R BIFF SR 4ERT HEIE
3. AR IARIFTS 5 BT X LHTRIEAE
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2. WEXH

o EEMWRIME (.03f4) / Relocatable object file
BE—ERANRBSHIERNS, T EHEEERXNSIF—RER AT
— .o XIFAME—RI—NFESFER
o BT ( .out 3Zf&) / Executable object file
BE—EEANRBSHIENS, TLABEEEEARNEHIT
o HEFISITH (.so3{E) / Shared object file
SHRENEERANSEXY, TGS ARFEHTHSHEHE, S eSSl sE Iz Tk
WindowsZ& %t NEFRA DLL 344

tEZHEIEI: Executable and Linkable Format (ELF)
EXHJEHAT&T System V UnixRFERA, EHRH 12K

Windows uses the Portable Executable (PE) format
Mac OS-X uses the Mach-O format
Modern x86-64 Linux and Unix systems use Executable and Linkable Format

ELF 3RS0

reade1f main.o -h: T7RELF header[§&
readelf main.o -s: fB7xsection headers{E8
readelf main.o -e: #HYF -h, -1, -s
readelf main.o -s: 7R .symtab ERRIER
readelf main.o -r: BREEMRER

readelf main.o -a: EBRFIEER

ELF header
.text

.rodata

.data

.bss

.symtab

Sections <
.rel.text

.rel.data

.debug

.line

.strtab

L

Describes
object file Section header table
sections
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Each symbol is assigned to some section of the object file, denoted by the sec-
tion field, which is an index into the section header table. There are three special
pseudosections that don’t have entries in the section header table: ABS is for sym-
bols that should not be relocated. UNDEF is for undefined symbols—that 1s, sym-
bols that are referenced in this object module but defined elsewhere. COMMON
1s for uninitialized data objects that are not yet allocated. For COMMON symbols,
the value field gives the alignment requirement, and size gives the minimum size.
Note that these pseudosections exist only in relocatable object files; they do not
exist in executable object files.

The distinction between COMMON and .bss is subtle. Modern versions of
Gec assign symbols in relocatable object files to COMMON and .bss using the
following convention:

COMMON Uninitialized global variables

.bss Uninitialized static variables, and global or static variables that are
initialized to zero

In Section 7.5, we saw how the compiler assigns symbols to COMMON and .bss using a seemingly arbitrary
convention. Actually, this convention is due to the fact that in some cases the linker allows multiple modules to
define global symbols with the same name. When the compiler is translating some module and encounters a
weak global symbol, say, X, it does not know if other modules also define x, and if so, it cannot predict which of
the multiple instances of x the linker might choose. So the compiler defers the decision to the linker by
assigning x to COMMON. On the other hand, if x is initialized to zero, then it is a strong symbol (and thus must
be unique by rule 2), so the compiler can confidently assign it to .bss. Similarly, static symbols are unique by
construction, so the compiler can confidently assign them to either .data or .bss.

e ELF header
Word size, byte ordering, file type (.0, exec, .so), machine type, etc.

begin with: a 16-byte sequence that describes the word size and byte ordering of the system that
generated the file

rest: information that allows a linker to parse and interpret the object file (size of the ELF header, object
file type, machine type, file offset of the section header table, size of various sections described by the
section header table)

+ Segment header table
Page size, virtual addresses memory segments (sections), segment sizes.

o .text section
Code (functions)

* .rodata section
Read only data: format strings, jump tables, ...

+ .data section

Initialized global variables, initialized static C variables (not zero)

Local C variables are maintained at run time on the stack and do not appear in either the .data or .bss

sections
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* .bss section (better save space)
Uninitialized static C variables, global or static variables that are initialized to zero
Has section header but occupies no space (merely a placeholder). At run time, they are allocated in memory
with an initial value of zero.

Uninitialized global variable is classified as COMMON

+ .symtab section

Symbol table with information about functions and global variables defined and referenced in the program (no
local variables)

Num: Value Size Type Bind Vis Ndx Name
8: 0000000000000000 24 FUNC GLOBAL DEFAULT 1 main
9: 0000000000000000 8 OBJECT GLOBAL DEFAULT 3 array

10: 0000000000000000 O NOTYPE GLOBAL DEFAULT UND sum

In this example, we see an entry for the definition of global symbol main, a 24-
byte function located at an offset (i.e., value) of zero in the .text section. This
is followed by the definition of the global symbol array, an 8-byte object located
at an offset of zero in the . data section. The last entry comes from the reference
to the external symbol sum. READELF identifies each section by an integer index.
Ndx=1 denotes the .text section, and Ndx=3 denotes the .data section.

53K / Symbol Tables

1. 255 / Global symbols, defined by module m
e.g. nonstatic C &2, nonstatic £F%&
2. SMERRFS | External symbols, referenced by module m
e.g. nonstatic C ¥, nonstatic £FZTE
3. BERS / Local symbols
e.g. static £/ & (ARlocal variables)
XEDBENMRFEIR L, WIFRE . data 8 .bss DECEEFHBfEsymbol tablesEHEE—T_HIFIZE (e.g.
ANREOBIEN static int x = 0, WELRHSEFENHBIERRE)

Interestingly, local procedure variables that are defined with the C static
attribute are not managed on the stack. Instead, the compiler allocates space in
.data or .bss for each definition and creates a local linker symbol in the symbol
table with a unique name. For example, suppose a pair of functions in the same
module define a static local variable x:

Symbol tables are built by assemblers, using symbols exported by the compiler into the assembly-language
.s file.
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code/link/elfstructs.c
1 typedef struct {

2 int  name; /* String table offset */

3 char type:4, /* Function or data (4 bits) */

4 binding:4; /* Local or global (4 bits) */

5 char reserved; /#* Unused */

6 short section; /* Section header index */

7 long value; /* Section offset or absolute address */
8 long size; /* Object size in bytes */

9} El1f64_Symbol;

code/link/elfstructs.c

Figure 7.4 ELF symbol table entry. The type and binding fields are 4 bits each.

.rel.text section

Relocation info for .text section
Addresses of instructions that will need to be modified in the executable Instructions for modifying.
usually ommited in executable object files
« .rel.data section
Relocation info for .data section
Addresses of pointer data that will need to be modified in the merged executable
¢ .debug section
Info for symbolic debugging ( -g option)
¢ _line section
a mapping between line numbers in the original C source program and machine code instructions in the .text
section ( -g option)
o .strtab section
a string table for the symbol tables in the .symtab and .debug sections and for the section names in the
section headers
¢ Section header table
Offsets and sizes of each section

EREEESTEN

Strong: procedures and initialized globals
Weak: unintialized globals

Rule.1 Multiple strong symbols with the same name are not allowed.
Otherwise: Linker error

Rule.2 Given a strong symbol and multiple weak symbols with the same name, choose the strong symbol.

Rule.3 Given multiple weak symbols with the same name, choose any of the weak symbols.

can override this with gcc -fno-common
3. KBS IRERE

1. Relocating sections and symbol definitions
merge sections from relocatable object files to executable object files
assign run-time memory addresses to the new aggregate sections, to each section defined by the input
modules, and to each symbol defined by the input modules
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2. Relocating symbol references within sections
modify every symbol reference in the bodies of the code and data sections so that they point to the correct
run-time addresses

Reloatable Object Files Executable Object File
0
Header
System code text _
System code
System data .data |
\ main()
main.o ' — ext
r sum()
Main() text f
- More system code
int array[4]={1,2,3,4} data =
static int brray[4]=... ) System data
, I — .data
Sum.o int array[4]={1,2,3,4}
} i static int brray[4]=...
sum() text
.symtab
.debug

Relocation Entry

When an assembler generates an object module, it does not know where the code
and data will ultimately be stored in memory. Nor does it know the locations of
any externally defined functions or global variables that are referenced by the
module. So whenever the assembler encounters a reference to an object whose
ultimate location is unknown, it generates a relocation entry that tells the linker
how to modify the reference when it merges the object file into an executable.
Relocation entries for code are placed in .rel.text. Relocation entries for data
are placed in .rel.data.

Relocation section '.rela.text' at offset @x31@ contains 5 entries:

Offset Info Type Sym. Value Sym. Name + Addend
ooeoeoeeeeed ©eeceeeeeeed R_X86_64 PLT32 0000000000000000 add - 4
£00e0e0eee38 0ee3eeee0ee2 R_X86_64 PC32 0000000000000000 .data - 4

geoeooeeee42 eeeeoeeeeee2 R_X86_64 PC32 ©ee0eccee0eeeeee b - 4
©o00e00eee4c ©0ofeeeeeee2 R_X86_64 PC32 oeeoeoeeeee0ee2e a - 4
oeeeeoeeee54 eevaceeeeeed4 R_X86_64 PLT32 feooooeeeooeeeee process - 4

¢ Addend
The addend is a signed constant that is used by some types of relocations to bias the value of the modified
reference
e Type: R_X86_64_PC32
Relocate a reference that uses a 32-bit PC-relative address.
R_X86_64_PLT52: i+H/5iAEPC32, AJLAIEREAFhRAAIPC32
¢ Type: R_X86_64 32
Relocate a reference that uses a 32-bit absolute address.

these two relocation types support the x86-64 small code model
programs larger than 2GB can be compiled using the -mcmodel=medium/Targe flags
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itEidiz
objdump -dx main.o : disassembled code
E-—‘ﬂ [T_’é—:z .

1 foreach section s {

2 foreach relocation entry r {

3 refptr = s + r.offset; /* ptr to reference to be relocated */
4

5 /* Relocate a PC-relative reference */

6 if (r.type == R_X86_64_PC32) {

7 refaddr = ADDR(s) + r.offset; /* ref's run-time address */
8 *refptr = (unsigned) (ADDR(r.symbol) + r.addend - refaddr);
9 }

10

11 /* Relocate an absolute reference */

12 if (r.type == R_X86_64_32)

13 *refptr = (unsigned) (ADDR(r.symbol) + r.addend);

15}

o EETE(si PC-relative references

0000000000000000 <main>:

2 0: 48 83 ec 08 sub $0x8, Yrsp
4: be 02 00 00 00 mov $0x2, %esi
9: bf 00 00 00 00 mov $0x0, %edi

a: R_X86_64_32 array
e: 8 00 00 00 00 callq 13 <main+0x13>  sus
f: R_X86_64_PC32 sum-0x4 1
13: 48 83 c4 08 add  $0x8,%rsp
17: 3 retq

Figure 7.11 Code and relocation entries from main. o. The original C code is in Figure 7.1.

Let’s see how the linker uses this algorithm to relocate the references in our
example program in Figure 7.1. Figure 7.11 shows the disassembled code from
main. o, as generated by the GNU oBrpump tool (objdump -dx main. o).

The main function references two global symbols, array and sum. For each
reference, the assembler has generated a relocation entry, which is displayed on
the following line.” The relocation entries tell the linker that the reference to sum
should be relocated using a 32-bit PC-relative address, and the reference to array
should be relocated using a 32-bit absolute address. The next two sections detail
how the linker relocates these references.

Relocating PC-Relative References

In line 6 in Figure 7.11, function main calls the sum function, which is defined in
module sum. o. The callinstruction begins at section offset Oxe and consists of the
1-byte opcode 0xe8, followed by a placeholder for the 32-bit PC-relative reference
to the target sum.

The corresponding relocation entry r consists of four fields:

r.offset = Oxf
r.symbol = sum
r.type = R_X86_64_PC32
r.addend = -4

These fields tell the linker to modify the 32-bit PC-relative reference starting at
offset 0xf so that it will point to the sum routine at run time. Now, suppose that
the linker has determined that

ADDR(s) = ADDR(.text) = 0x4004d0

« ZEZE( Abosolute references

Relocating Absolute References

Relocating absolute references is straightforward. For example, in line 4 in Fig-
ure 7.11, the mov instruction copies the address of array (a 32-bitimmediate value)
into register %edi. The mov instruction begins at section offset 0x9 and consists of
the 1-byte opcode 0xbf. followed by a placeholder for the 32-bit absolute refer-
ence to array.

The corresponding relocation entry r consists of four fields:

r.offset = Oxa
r.symbol = array
r.type = R_X86_64_32
r.addend = 0

These fields tell the linker to modify the absolute reference starting at offset Oxa
so that it will point to the first byte of array at run time. Now, suppose that the
linker has determined that

Result:
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and
ADDR(r.symbol) = ADDR(sum) = 0x4004e8

Using the algorithm in Figure 7.10, the linker first computes the run-time
address of the reference (line 7):

refaddr = ADDR(s) + r.offset
= 0x4004d0 + Oxf
= 0x4004df

It then updates the reference so that it will point to the sum routine at run time
(line 8):

*refptr = (unsigned) (ADDR(r.symbol) + r.addend - refaddr)
= (unsigned) (0x4004e8 + (-4) - 0x4004df)
= (unsigned) (0x5)

In the resulting executable object file, the call instruction has the following
relocated form:

4004de: €8 05 00 00 00 callqg 4004e8 <sum> sum ()

At run time, the call instruction will be located at address 0x4004de. When
the CPU executes the call instruction, the PC has a value of 0x4004e3, which
is the address of the instruction immediately following the call instruction. To
execute the call instruction, the CPU performs the following steps:

1. Push PC onto stack
2. PC « PC + 0x5 = 0x4004e3 + 0x5 = 0x4004e8

Thus, the next instruction to execute is the first instruction of the sum routine,
which of course is what we want!

ADDR(r.symbol) = ADDR(array) = 0x601018
The linker updates the reference using line 13 of the algorithm in Figure 7.10:

*refptr = (unsigned) (ADDR(r.symbol) + r.addend)
= (unsigned) (0x601018 + 0)
= (unsigned) (0x601018)

In the resulting executable object file, the reference has the following relocated
form:

4004d9: bf 18 10 60 00 mov $0x601018,%edi  Jedi = farray

Putting it all together, Figure 7.12 shows the relocated .text and .data sections
in the final executable object file. At load time, the loader can copy the bytes
from these sections directly into memory and execute the instructions without
any further modifications.



1 0000000000000000 <main>:

2 0:

48 83 ec 08

4: be 02 00 00 00
9: bf 00 00 00 00

6 e:

9 17: c3

e8 00 00 00 00

1377 48 83 c4 08

(a) Relocated . text section

a:

sub $0x8,%rsp
mov $0x2,%esi
mov $0x0,%edi

R_X86_64_32 array

callg 13 <main+0x13>

£f: R_X86_64_PC32 sull-0x4 Relocation entry

1 00000000004004d0 <main>:

2 4004d0:

4004d4:
) 40044d9:
5 4004de:

6 4004e3: ¥ 48 83 c4 08
——

4004eT :

& 00000000004004e8 <sum>:

9 4004e8:
10 4004ed:
1" 4004£2:
12 4004£4:
13 4004£7:
14 4004fa:
15 4004fd:
16 400411 :
17 400501

add $0x8,%rsp
retq

48 83 ec 08 sub $0x8, %rsp

be 02 00 00 00 mov $0x2, jesi

bf 18 10 60 00 mov $0x601018,%edi vedi karray

BS%OU 00 00 : callg 4004e8 <sum> sum
add $0x8,Y%rsp

c3 retq

b8 00 00 00 00 mov $0x0, %eax

ba 00 00 00 00 mov $0x0, Yedx

eb 09 jmp  4004fd <sum+0x15>

48 63 ca movslq %edx,jrcx

03 04 8f add (%rdi,%rcx,4) ,%eax

83 c2 01 add $0x1, Yedx

39 £2 cmp %esi,jedx

Tc £3 jl 4004f4 <sum+0xc>

£3 c3 repz retq

(b) Relocated .data section

1 0000000000601018 <array>:
01 00 00 00 02 00 00 00

2 601018:

e.g. EEMISE (main.o, sum.o)

0000000000000008 <main>: main.o
8: 53 push %rbx
9: be 03 00 00 DO mov $0x3,%esi int array[4] = {1,2,3,4)%;
e: bf 00 00 00 00 mov  $0x0,%edi static int brray[4] = {1,2,3,4);
13: o8 e8 ff ff ff fc.a‘:ax:i_iﬁr_aizsumb e :{:talit: int intra_sum (int x[4],int v}
18: 89 c3 mov %eax,%ebx return x[y-1];
1a: be 03 00 00 00 mov  $0x3,%esi
1f: bf 00 00 00 00 mov  $0x0,%edi —
20: R_X86 64 32 brray #relocation entry (
24: b& 00 00 00 00 mov $0x0,%eax int val = intra_sumi(array, 3) +
29 €8 00 00 00 00 callq 2e <main+0x26> retur“i::!‘:f—sum{h”“!f-3]5
2a: R_X86_64 PC32 inter_sum-0x4#... ) '
2e: 01 dg add %ebx,%eax
30: 5b pop %rbx
31: c3 retq Why “-472
0000000000000000 <inter_sum>:
objdump —r -D o: 4863 f6 movslq %esi,%rsi
3 8b 44 b7 fc mov  -0x4(%rdi,%rsi,4),%eax
7: c3 retq sum.o
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EEMSER (prog)

00000000004004d6 <inter_sum>: 0000000000601030<brray>:
4004d6: 48 63 6 movslq %esi,%rsi 601030: 0100
4004d9: 8b 44 b7 fc mov -0x4(%rdi,%rsi,4),%eax 601032 00 00
4004dd: c3 retq 601034 02 00
00000000004004e6 <main>: _objdump —r-Dprog || V" o

4004e6: 53 push %rbx )
4004e7:be 03000000 mov  $0x3,%esi 60103a: 0000
4004ec: bf 40 10 60 00 mov  $0x601040,%edi 60103c: 04 00
:gg:gf :g zg ff ff ff ;a(l}l‘? ?ﬁg::i{::;’a—su'“’ 0000000000601040<array>:
: , 601040° 0100

4004f8: be 03 00 00 00 mov  $0x3,%esi

4004fd: bf30106000  mov $0x601030,%edi 601042 0000
400502: b8 00000000 mov $0X0,%eax 601044. 0200
400507: e8 ca f ff f callg 4004d6 <inter_sum> 601046 0000
40050c: 01 d8 add %ebx,%eax 601048: 0300
40050e: 5b pop %rbx 50104a: 00 00
40050f: c3 retq 60104c: 04 00

Using PC-relative addressing for inter_sum(): 0x4004d6 = 0x40050c + 0xffffffca
&k, JftA“inter_sum - 0x4":

1. H2578 e8 XIRZAYE X2 call

2.1Z1T HIENIESEI5bytes, EHITEIRETRS, PC = 0x400507 + 0x5 = 0x40050c

3. [REEAIABE T Abytes Mk EFERRENRUMBHE S 2 RiEHAYoffset, ELFRFLSB (Least Significant Byte, {&{\=T5
SiEEIE), HbsEiRzR7~Aoffset = Oxffffffca

4. EItIHEBRIRERIMEAEHPC + offset = 0x40050¢ + Oxffffffica = 0x4004d6

5. -4: 1ZAR4005084-7 = 4004d6itENERFTE R LA BIEHL,
iXEE, 40050873400507Hkid callqiESRIHNESES

4. EFEMIX

a typical executable file:

e the ELF header includes the program’s entry point, which is the address of the first instruction to execute

when the program runs

o Segment header table

code/link/prog-exe.d
Read-only code segment

1 LOAD off 0x0000000000000000 vaddr 0x0000000000400000 paddr 0x0000000000400000 align 2**21

2 filesz 0x000000000000069¢c memsz 0x000000000000069c flags r-x

Read/write data segment
3 LOAD off 0x0000000000000df8 vaddr 0x0000000000600df8 paddr 0x0000000000600df8 align 2*x21
4 filesz 0x0000000000000228 memsz 0x0000000000000230 flags rw-—

code/link/prog-exe.d

Figure 7.14 Program header table for the example executable prog. off: offset in object file;
vaddr/paddr: memory address; align: alignment requirement; filesz: segment size in object file;
memsz: segment size in memory; flags: run-time permissions.

From the program header table, we see that two memory segments will be initialized with the contents
of the executable object file. Lines 1 and 2 tell us that the first segment (the code segment) has
read/execute permissions, starts at memory address 0x400000, has a total size in memory of 0x69c
bytes, and is initialized with the first 0x69c bytes of the executable object file, which includes the ELF
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header, the program header table, and the .init, .text, and .rodata sections.

Lines 3 and 4 tell us that the second segment (the data segment) has read/write permissions, starts
at memory address 0x600df8, has a total memory size of 0x230 bytes, and is initialized with the 0x228
bytes in the .data section starting at offset 0xdf8 in the object file. The remaining 8 bytes in the

segment correspond to .bss data that will be initialized to zero at run time.

 the .init section defines a small function, called _init, that will be called by the program’s initialization code

« the .text, .rodata and .data sections are similar to those in a relocatable object file, except that these
sections have been relocated to their eventual run-time memory addresses

¢ since the executable is fully linked (relocated), it needs no .rel sections

For any segment, the linker must choose a starting address, vaddr, such that
vaddr mod align = of f mod align where off is the offset of the segment’s first section in the object file, and

align is the alignment specified in the program header (221 = 0x200000).

0 ~
Maps contiguous file ELF header
sections to run-time Segment header table
memory segments — Read-only memory segment
-101% [ (code segment)
.text
.rodata )
-data Read/write memory segment
_bss (data segment)
.symtab )
-debug Symbol table and
.line > debugging info are not
. trtab loaded into memory
Describes
object file Section header table )
sections

Loading Executable Object Files

Since ./main does not correspond to a built-in shell command, the shell assumes that main is an executable
object file, which it runs for us by invoking some memory-resident operating system code known as the loader.
Any Linux program can invoke the loader by calling the execve function.

The loader copies the code and data in the executable object file from disk into memory and then runs the
program by jumping to its first instruction, or entry point. This process of copying the program into memory and

then running it is known as loading.

407133



Memory

Kernel memory invisible to
- user code
21 User stack
(created at run time) )
T <+— Y%esp (stack pointer)
T
Memory-mapped region for
shared libraries
T +—brk
Run-time heap
(created by malloc)
Read/write segment
(.data, .bss) Loaded from the
Read-only code segment executable file
(.init,.text, .rodata)
0x400000
0

Every running Linux program has a run-time memory image similar to the
one in Figure 7.15. On Linux x86-64 systems, the code segment starts at address
0x400000, followed by the data segment. The run-time heap follows the data
segment and grows upward via calls to the malloc library. (We will describe malloc
and the heap in detail in Section 9.9.) This is followed by a region that is reserved
for shared modules. The user stack starts below the largest legal user address
(2*8 — 1) and grows down, toward smaller memory addresses. The region above
the stack, starting at address 248 is reserved for the code and data in the kernel,
which is the memory-resident part of the operating system.

Next, the loader jumps to the program’s entry point, which is always the address of the _start function. This
function is defined in the system object file crtl.o and is the same for all C programs. The _start function
calls the system startup function, _libc_start main, which is defined in Tibc.so. Itinitializes the execution
environment, calls the user-level main function, handles its return value, and if necessary returns control to the

kernel.
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Executable Object File
ELF header

Program header table
(required for executables)

.init section

text section

.rodata section

.data section

ELF header

User stack
(created at runtime)

l

Memory-mapped region for
shared libraries

.bss section T
_symtab Run-time heap
(created by malloc)
.debug 5
Read/write data segment
Jline (.data, .bss)
strtab Read-only code segment
Section header table 0x400000 | (init, .text, .rodata)
(required for relocatables) 0 Unused

5. BSENH vs HEFE Y
static library vs shared library
ESEXH (.a )

1. BZ MERHEE XIS IUGFER NI — M ERE—RIHERS RIS (FRAIFAEIE, archive file)
2. ISR HE AR ATRERE Z BB T IR S (AT SN RT S
3. SNSRI FRIE DR R TN S, BUSHEBEREANIITIS:

atoi.c printf.c random.c
Translator Translator Translator
atoi.o printf.o random.o

Archiver (ar)

) J, unix> ar rs libc.a atoi.o printf.o ... random.o
libc.a
C standard library

o IFEXHEAILALIRESNERN o ERFEMIANEM FE RPN ERS

¢ Tibc.a (the C standard library)

8MB archive of 1392 object files

Memory
invisible to
user code

Y%rsp
(stack
pointer)

brk

Loaded
from
the
executable
file

I/0, memory allocation, signal handling, string handling, data and time, random numbers, integer math

e Tibm.a (the C math library)

1MB archive of 401 object files

floating point math (sin, cos, tan, log, exp, sqrt, ...)
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Archiver
(ar)
Translators o A e
(cpp, cct, as) _libvector.a _libc.a  Static libraries
S
main2.0 ~addvec.o _

Re’ocatab’e _--_-_-__-Y; Lestassessissssssancs sesnssnssassansas i p”ntfo and any other
object files modules called by printf.o

Linker (Id)

l Fully linked

p2 executable object file

HEEXH
. BOEXHERSS

PTX M ES S 3B HRIIEN R EE R
BITHATHESEESERNS
e RMBE s R B AR TS TR

o BEIFAR: HEFEXHA

AR EERNSE U, TSRS ANRNFEEH TSNS, SHEn AEESAT e EEi TR
WindowsZ& 4t FEFR/IDLLIZ{4

A shared library is an object module that, at either run time or load time, can be loaded at an arbitrary
memory address and linked with a program in memory. This process is known as dynamic linking and is
performed by a program called a dynamic linker. Shared libraries are also referred to as shared objects, and
on Linux systems they are indicated by the .so suffix. Microsoft operating systems make heavy use of shared

libraries, which they refer to as DLLs (dynamic link libraries)

e one .so file for a particular library
e a .text sectionin memory shared by different running processes

1. build a shared library 1ibvector.so
Tinux> gcc -shared -fpic -o Tlibvector.so addvec.c multvec.c

( -shared : direct the loader to create a shared object file; -fpic : directs the compiler to generate position-
independent code)
2. link to program

Tinux> gcc main2.c ./libvector.so -o prog21
This creates an executable object file prog21 in a form that can be linked with Tibvector.so at run time.

None of the code or data sections from Tibvector.so are actually copied into the executable prog21 at
this point.

Instead, the linker copies some relocation and symbol table information that will allow references to
code and data in Tibvector.so to be resolved at load time
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prog21 contains a .interp section, which contains the path name of the dynamic linker, which is itself a
shared object (e.g., Id-linux.so on Linux systems). The loader loads and runs the dynamic linker

3. dynamic linker: fully linked executable in memory

relocate the text and data of Tibc.so into some memory segment.
relocate the text and data of Tibvector.so into another memory segment.

relocate any references in prog21 to symbols defined by Tibc .so and Tibvector.so

main2.c vector.h

! !

Translators

(cpp,ccl,as) libc.so
l libvector.so
Hefoc_:ara?fe main?2.o Relocation and
object file l symbol table info
Linker (1d)
Partially linked l o1
executable object file Prof
Loader )
(execve) libc.so
libvector.so
j l Code and data

Fully linked
executable in memory

Dynamic linker (1d-1inux.so)

|) HEa

o (HEE) ABRTHESESSHBRPMNEEEEMH
f) " IBR" EETHE—TEER, SHBMEENESE
PR E

) BE (RE8)

o HTAME—5S, SENERERIOFLIRT— 256 gcc ... -S
gﬁ (GOT) , B4 2LRNIENS(REMHE— MR £RERbAILE
LETERapyithht

* RERRAGOTRHNE T RRERT— 1 EE(LCH
* S/ EIREIESI ANEFRRTRECSNGOT

| Global Offset Table ——

BHik (bE38) SRRttt REE

. Wﬁfﬁﬁﬂmﬂmﬁﬁlﬁ. ER\SEREY

offset -

Text Section
Ei=iTH, £REREEYGOTHEIES|IA
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00000000000006c0 =bar>: bar:

6c0: 55 push %rbp pushq %rbp

6cl: 4889e5 mov  %rsp,%rbp movg %rsp, %rbp

Gcd: 488b 0515092000 mov Ox200915(%rip),%rax # 200fe0 movg a@GOTPCREL(%rip), Y%rax
6cb: 7 0001 00 00 00 movl $0x1,(%rax) movl  $1, (Yerax)

6d1: 488b05f8082000 mov O0x2008f8(%rip),%rax # 200fd0 movg b@GOTPCREL(%rip), %rax
6d8; 7 0002 0000 00 movl $0x2,(%rax) movl  $2, (Yerax)

Gde: 90 nop nop

6df: 5d pop “hrbp popg Yrbp

6e0d: c3 retq ret

Contents of section .got:
200fc8 00000000 OOOOOEOO 0OCOOOOO OEOOOOOO
200fd8 00000EEO OOOOOLEE COOPEAOOO EOELEOOOO

Floofe8 00000000 0OOEOOAO ONOEOOOE 0AOOOOOO
200ff8 00000000 0OOEOOOO

3 ATE

3.1 3% memory layout
Linuxi#FEH9A /= (X86-64

e Stack
Runtime stack (8MB limit)
FImHtbE: 0x 0000 7fff ffff ffff
e.g. local variables

¢ Heap
BRENSHES
when call malloc(), calloc(), new() —IlibCER{&

BERR R ETEHeaphUETEARE
LibCEEIRHEEE MHeapl/TiE

o KHIMNFRIESMING, NIRFRAERIbIE (TseRmER )
e Data
SO ERIEHE=SE
e.g. global vars, static vars, string constants
¢ Text/ Shared Libraries
B (1KE9)
Read-only
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char big_array[1L<<24]; /* 16 MB */
char huge_array[1L<<31]; /* 2 GB */

address range ~2%7

int global = 0;
int useless() { return 0; }

int main ()
{
void *p1, *p2, *p3, "p4;
int local = 0;
p1 = mallec{1L << 28); /* 256 MBE */
p2 = malloc(1L << B); /" 256 B */
p3d = malloe(1L << 32); /I* 4 GB */
p4 = malloc(1L << 8); /* 256 B */
i Some print statements ... */

}

3

local
p
p3
pd

p2
big_array
huge_array
miain()
useless()

H3L, HeapfllData;R@BE—55F 85 B899 554

3.2 EX;EH buffer overflow
SRWTEAIE XA

XXXXXXXXXX
/* Echo Line */
void echo() {
char buf[4]; /* way too small!
gets(buf);
puts (buf);
}
void call_echo() {
echo(;

}20221107101421023

*/

0x0000000000400590
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0x00007ffedd3bedTc
0x0000717T262a1e010
0x00007f7162a1d010
0x000000008359d120
0x000000008359d010
0x0000000080601060

D0007F

Stack
+



Before call to gets

Stack Frame
for call_echo

[* Echo Line */
void echo()

{
char buf[4]; /* Way too small! */
Return Address gets(buf);
(8 bytes) puts(buf);
}
20 bytes unused
echo:
subq $24, %rsp
[31 [2]1 [11 [0] movq %rsp, %rdi
call gets

buf «— %rsp

After call to gets

Stack Frame
for
call_echo

00
00

00
f6

00
40

. 00 .
06

buf «— %rsp

After call to gets

Stack Frame
for
call_echo

00 00
40 06

00
00

00
00

buf ~—— %rsp

void echo() echo:

{ subqg $24, %rsp
char buf[4]; movq %rsp, %rdi
gets(buf); call gets

}

call_echo:

o - -

e 4006f1:callq 4006cf <echo>

s 4006f6:add $0x8,%rsp

-

unix>./bufdemo-nsp
Type a string:01234567890123456789012
01234567890123456789012

Overflowed buffer, but did not corrupt state

void echo() echo:

{ subq $24, %rsp
char buf[4]; movqg %rsp, %rdi
gets(buf); call gets

}

call_echo:

& = s

®* 4006f1:callq 4006cf <echo>

®* 4006f6:add $0x8,%rsp

& - - .

%

unix>./bufdemo-nsp
Type a string:012345678901234567890123
012345678901234567890123

Overflowed buffer, corrupted return pointer, but program seems to work!
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After call to gets void echo() echo:

{ subg $24, %rsp
Stack Frame char buf[4]; movq %rsp, %rdi
for gets(buf); call gets
call_echo C C
00 00 00 00 :
call_echo:
&
® 4006f1:callq 4006cf <echo>
® 4006f6:add $0x8,%rsp
& - - -

L=

unix>./bufdemo-nsp
Type a string:0123456789012345678901234
Segmentation Fault

Overflowed buffer and corrupted return pointer

buf +— %rsp

1. REBEANRE

MAFHFRESTHITRABNFLERR

R X BRIt B R R R G BIEA

SEFHR T, SRR ENCEE”  (4EXdeht)
E 22

1. avoid overflow vulnerabilities
AER gets O, puts XFEREL

(EFPREIF IR BRI RS LY

fgets instead of gets

strncpy instead of strcpy

Don’t use scanf with %s conversion specification
use fgets to read the string

or use %ns where n is a suitable integer

2. employ system-level protections

FEtNAIstack baselititit
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Stack base

Random
allocation
main
Application
Code
B? —

(WIERRSZIFHY) FAAIRITER
mark region of memory as either "read-only" or "writeable"
X86-64 added explicit "execute" permission
stack marked as non-executable
——Any attempt to execute this code (exploit code) will fail!

3. have compiler use "stack canaries"

Stack Canaries (£££%) can help

Idea
Place special value (“canary”) on stack just beyond buffer
Check for corruption before exiting function

GCC Implementation
-fstack-protector
Now the default (disabled earlier)
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Setting up Canary

Before call to gets

Stack Frame
for call_echo

Return Address
(8 bytes)

Canary

(8 bytes)

Checking Canary
After call to gets

Stack Frame
for call_echo

| Return Address
(8 bytes)

Canary
(8 bytes)

00 36 35 34

EINEPANNUERUE buf «—— %rsp — buf EEXIEEEYIEKY g

fs:0x28 on Linux is storing a special sentinel stack-guard value. This
address is defined as stack_chk_guard in glibc, and the related

code might look like this:

echo:

40072f: sub $0x18,%rsp /
400733: mov %fs:0x28,%rax
40073c: mov
400741: xor
400743: mov
400746: callq
40074b: mov
40074e: callq
400753: mov
400758: xor
400761: je
400763: callq

%rax,0x8(%rsp)
%eax,%eax
%rsp,%rdi

4006e0 <gets>
%rsp,%rdi

400570 <puts@plt>
0x8(%rsp),%rax
%fs:0x28,%rax

400768 <echo+0x39>
400580 <__stack_chk_fail@plt>

400768: add
40076¢c: retq

$0x18,%rsp

2. Return-Oriented Programming (ROP) Attacks

Challenges for hackers

unsigned leng __stack_chk_guard;
vold __stack_chk_guard_setup{void)

_ stack_chk_guard = @xBAAAAAALD;//provide some magic numbers

woid __ stack_chk_fail(void)

)

/* Errer message */

Y will be callad whan guard variabla is cerruptad

Stack randomization makes it hard to predict buffer location

Marking stack non-executable makes it hard to insert binary code

Alternative Strategy:

» Using existing code (e.g. library code from stdlib)

String together fragments to achieve overall desired outcome

Construct program from gadgets

Gadget: Sequence of instructions ending in ret
encoding by single byte 0xc3

Code positions fixed from run to run

Code is executable



« However, does not overcome stack canaries

Stack

r,/a Gadget n code

.___'___-—-> Gadget 2 code

Gadget 1 code

(1)
L)

® Trigger with ret instruction
Will start executing Gadget 1

® Final ret in each gadget will start next one

3. Supplement: COP / JOP attack

#h7E: 1O ERINNRGER StE

thig: JLAERNTIH, #7_ Z ERIEEITHIREIEITIRR
MEERIFEE: FECPUR{TIOMEIERY, YHREIE EReadyBREHIATTIIGG, HESIERT BRI EF

LTINS - 50T

AT, > 1000 cycle FFZET, =100 cycle
EERT MERES S P {BHhs
L7 ¥or ) TCB: KB#3I TS
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Py CPUZF {7 #5547 37 I\ iy i
BIEEB L 0T
Lo L1: L
(HFW) ﬁ?ﬁﬁ
RA LIT BRI M2
RAWE o R 77 IR AR TEAT
TR - PR
s (SRAM ) L2 R A R AT L3
BB BT
L3: L3
/ 5 R \

(SRAM) LIm B TERIE 7
wk AR I ) B AT
A % 477 (DRAM)

EARI G A R £
i LR | smizs
‘ ' At A (A MRS )
ki AR RS AR
- T %5 BB A 1R At 3
' L6: TR
(ARl R S, Wb 28)

s

J LR (256-bit) ?-m

~1000 40 )

Ji LSRAMji
~16000

33 EE
£io
EFE—MES (THFSEM) - —TNELRIuL=SE, HAERIEHE. A8, &t BEFEFHRE

YIEBithlE: Physical Addressing
EE#hE . Virtual Addressing (VM)
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Stack

Shared Librarles

= MMU
Data
Text
Virtual address
u (VA)
CPU 4100

%

Main memory

MMU

{memory management unit)

BN, LARXEBINEE

: : 0:
! : 1:
Lo ' 2:
Physical address

(PA) 3:

4:

4 5:

6:

7:

8:

M-1

Data word

EAFHREMARSE. SSicHE

¢ RRITRNRERPREANEEZ—

Advantages:

1. uses main memory efficiently

use DRAM as a cache for the parts of a virtual address space

2. simplifies memory management

each process gets the same uniform linear address space

3. isolates address spaces

one process can't interfere with another's memory

user program cannot access privileged kernel information

1. VMBFEEF

Virtual memory is an array of N contiguous bytes stored on disk.

The contents of the array on disk are cached in physical memory (DRAM cache)
These cache blocks are called pages (size is P = 2P bytes)

VPO
VP1

VP 2n-p-1

Virtual pages (VPs)

Virtual memory

Unallocated

Cached

Uncached

Unallocated

Cached

Uncached

Cached

Uncached

M-1

N-1

stored on disk

Physical memory

Empty

Empty

Empty

—
>

cached in DRAM
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PPO
PP 1

PP 2m-p-1

Physical pages (PPs)

Unallocated. Pages that have
not yet been allocated (or
created) by the VM system.
Unallocated pages do not have
any data associated with them,
and thus do not occupy any
space on disk @).

O@FE T EEER “memory
mapping” BB RER




} Consequences
® Large page (block) size: typically 4-8 KB, sometimes 4 MB or larger

® Fully associative (£#H8%)
Any virtual page (VP) can be placed in any physical page (PP)
Requires a "large” mapping function

* Highly sophisticated, expensive replacement algorithms (#SZEEFIREX
AEE B ER)

Too complicated and open-ended to be implemented in hardware
large page (block) size: typically 4-8 KB, sometimes 4 MB or larger

Page Tables / Ta%: an array of page table entries (PTEs) that maps virtual pages to physical pages
per-process kernel data structure in DRAM

valid bit 4+ nbit address field
"whether cached" + "DRAM offset"

A page tableis an array of page table entries (PTEs) that maps virtual pages
to physical pages. (Ta%: MgTERiClthEZIRithhl)
e Per-process kernel data structure in DRAM (B—MNHEREXE— M XBEIEEN)

L |
(S

Physical page number or Physical memory (DRAM)
disk address
Valid VP1 PPO
PTEO |0 null / VP2
1 / VP7 B I S
1 VP4 PP3 i
g irtual memory (disk) i ?E-F?Eﬁ& R
i L "3R4y MBAYELFh
0 null VP1 - BOICEBER. EUBER~
0 S~ VP2 : |
PTE7 |1 ~o T VP 3 |
Memory resident TS een VP 4
page table 4 VP 6
(DRAM) VP7

o Page Hit/ #pH: reference to VM word that is in physical memory

» Page Fault / Tafk5k: reference to VM word that is not in physical memory
page miss causes page fault (an exception)
Page fault handler selects a victim to be evicted.
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Physical page number or Physical memory (DRAM)
disk address

Virtual address Valid VP 1 PP O
PTEOQ |0 null VP 2
1 VP7
1 VP4 PP 3
0 . .
] rtual memory (disk)
0 null VP1
0 VP2
PTE7 |1 VP 3
] . VP4
Memory resident = T . VPG
page table VP 7
(DRAM)
Physical page number or Physical memory (DRAM)
disk address
Virtual address Valid VP 1 PP 0
PTEO |0 null VP2
| VP7
1 VP 3 PP 3
1 . .
0 rtual memory (disk)
0 null VP1
0 VP2
PTE7 |1 VP 3
] VP 4
Memory resident VPG
page table VP 7
(DRAM)

 Allocating Pages: —{“Physical PageR]BEXI N{E=—\Virtual Page (£#1BEX fully associative)
T{ERE:

1. Virtual memory works because of locality (Z3EASSHIEER M)

2. At any point in time, programs tend to access a set of active virtual pages called the working set (FHEKQ
ERESTRATIESR)

3. If (working set size < main memory size): Good performance for one process after compulsory misses

4. If ( SUM(working set sizes) > main memory size ) : (Thrashing) Performance meltdown where pages are
swapped (copied) in and out continuously

2. VM fERARFEEERTR

Mapping function scatters addresses through physical memmory

E—HIE I AT LA A [EAvirtual addresshET

TEZA] / sharing code and data among processes
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Virtual Address ° Address translation ©

Space for VP1 -_——______‘ Physical
VP 2 PP 2

Process 1: Address
| | Space (DRAM)
N-1
PP 6 (e.g., read-only
0 library code)
Virtual Address
PP 8
Space for VP1
Process 2: “_'?_2
N-1 M-1
3. VM {EAERIFTIR
Extend PTEs with permission bits (PTE: page table entry)
Page fault handler checks these before remapping
If violated, send process SIGSEGV (segmentation fault)
REARBRIEC:
Process I: SUP READ WRITE Addrezs
VPO:| No Yes No PP 6 N
VP1:| No Yes | Yes PP 4 ~
VP2:| Yec | Yes | Yes PP 2 —

o SUP bit: whether processes must be running in kernel (supervisor) mode to access a page
« READ bit: read access to the page
* WRITE bit: write access to the page

violating consequence: the kernel exception handler sends a SIGSEGV signal to the offending process (Linux
reports this as a segmentation fault)

3.4 FETFHEIEENF A5

Notation

PTE: Page table entry (value, *PTEA), IFEHRZFE

PTEA: Page table entry address (key, HEIFRIHES), R7FEE
PT BR: Page table base register

TLB(1l#): Translation lookaside buffer

1. Basic Parameters

N = 2™: Number of addresses in V AS (virtual address space), Must be a power of 2

M = 2™: Number of addresses in PA.S (physical address space), Need not be a power of 2
P = 2P: Page size (bytes)

T = 2': the sets that TLB has

2. Components of VA
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V PO: Virtual page offset (bytes)
V PN Virtual page number
TLBL: TLB index

TLBT:TLB tag

3. Components of PA

PPO: Physical page offset (same as VPO)

PPN: Physical page number
CO: Byte offset within cache block
C1I: Cache index

CT: Cache tag

Page table -1

Virtual address

base register °

Virtual page number (VPN)

(PTBR)

Valid

Physical page number (PPN)

The VPN acts

as an index into

the page table

If valid =0,
then page
not in memory m-1

p p-1 0
Virtual page offset (VPO)
Page
table
p p-1 0

(page fault)

Physical page number (PPN)

Physical page offset (PPQ)

Figure 9.12 Address transl
1. Page Hit

page hit is handled entirely by hardware

Physical address

ation with a page table.

CPUchip
| | PTEA

i O " PTE

Processor MMU @ Cache/
! VA : memory
i . PA

®
(a) Page hit

2. Page Fault

page fault requires cooperation between hardware and the operating system kernel
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+ MMU triggers an exception which transfers control in the CPU to a page fault exception handler in the
operating system kernel

 the fault handler identifies a victim page in physical memory and pages it out to disk

« and pages in the new page and updates the PTE in memory

« returns to the orginial process and results in page hit

O)

Exception [

Page fault exception handler

CPU chip @ : i

A B | PTEA

| ' Victim page

i @ i PTE

' | Processor - MMU ® Cache/ ® Disk

: VA ! memory

| @ i New page

(b) Page fault
CPU chip i PTE
E L PTEA PTE
: ; hit
§ | PTEA prEa | PTEA
i i miss
i | Processor MMU : Memory
i VA i PA PA PA
i i miss
i E PA Data
| i hit
Data L1
cache

Figure 9.14 Integrating VM with a physically addressed cache. VA: virtual address.
PTEA: page table entry address. PTE: page table entry. PA: physical address.

3. TLB (Translation Lookaside Buffer)

Small hardware cache in MMU
Contains complete page table entries for small number of pages

Maps virtual page numbers to physical page numbers

¢ Components of a VPN that are used to access the TLB

n-1 p+t p+i—1 pp—1 0
TLB tag (TLBT) | TLBindex (TLBIl)| VPO
VPN

e TLB hit and TLB miss

TLB is 4-set (ME—HJ) and 4-way ({EEHJ) set associative with 16 total entries.
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CPU chip

Cache/
memaory
Cache/
memory
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Simple Memory System Example

Simple Memory System Page Table

Addressing Only show first 16 entries (out of 256)
« 14-bitvirtual addresses ~  Page size =64 bytes  * 12-bit physical address VEN PPN Valid l | VPN PPN Valid
00 28 1 | 08 12 1
13 12 1 10 9 8 7 6 5 4 3 2 1 o o1 o 09 17 1
I I B B N e e 02 2 ' oA o '
VPN 03 02 1 0B )
Virtual Page Number Virtual Page Offset;
04 0 oc )
11 10 9 7 6 5 4 3 2 1 0 05 16 oD 2D 1
] [ T T T T T T os o " .
PPN PPO
Physical Page Number Physical Page Offset oL = | o7 ) i
L L 4 L J
> Eal
Simple Memory System TLB Address Translation Example #1
* 16 entries ) Virtual Address: 0x03D4
* 4-way associative (JERI2—setPRIAEIIFILITFHERE —Tentry) TLeT T8
13 12 1" 10 9 8 T 6 5 4 3 2 1 o
TLBT TLBI — ‘ (] o I o I 0 \ 1 | 1 ‘ 1 I 1 (] I 1 \ 0 I 1 ‘ o ‘ [+] I
13 12 11 10 9 B 7 6 5 4 3 2 1 o + -
VPN VPO
I I [ N O O
VPN VPO VPN 0x0F TLBI 0x3 TLBTOx02 TBTHit? _Y  PageFault? N PPN 0x0D
| A
| Sett Tag PPN Valid Tag PPN Valid Tag PPN Valid Tag PPN Valid | .
o 03 . ) 03 oD 1 00 . o o7 02 1 } Physical Address
1 03 2D 1 0z ] 04 - a oA o 11 10 9 8 7 6 5 rs 3
2 0z o L] - ] 06 - a 03 o
3 o7 o 03 oD 1 oA 34 1 0z o Y I J | v ‘ U | 2 | i | o ’ : | o ‘ 1 | o | o ‘
t T PPN PPO
TLB Index (TLBI) 4-way [N 4
3l = al
4. Multilevel page table
5. Cache
«—— CT >4 Cl ra— CO —»

0

Physical
address

F

L J
F

3.5 AEIEY memory mapping
Linux Virtual Memory System

1. The virtual memory of a Linux process

60/
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g Process-specific data )
. structures
Different for (e.g., page tables,
each process task and mm structs,
kernel stack) Kernel
] - virtual
Physical memory memory
Identical for
each process
Kernel code and data
. User stack
hrsp —» i
Memory-mapped region
for shared libraries
Process
T > virtual
brk —» memory
Run-time heap (via malloc)
Uninitialized data (. bss)
Initialized data (.data)
Code (.text
0x400000— ( )
0 -
2. Linux Page Fault Handling
vm_area_struct Process virtual memory
vm_end ENSEETELE~
vm_start
vm_prot
Shared libraries
R I_Segmentation fault:
|: o read accessing a non-existing page
vim_end
vm_start
= d
vm_prot Data .QL [_Nonnal page fault
vm_flags r
Protection exception:
|: o write
vm_end Text N o
e.g., violating permission by
vm_start writing to a read-only page
= e [Linuxgeports as Segmse’naa'gon
vm_prot fault)
vm_flags
vm_next

Memory Mapping

Area can be backed by...

61/133



* Regular File on disk: initial page bytes come from a section of a file

« Anonymous File (nothing): first fault will allocate a physical page full of 0's (demand-zero page), once the
page is written to (dirtied), it is like any other page
Dirty pages are copied back and forth between memory and a special swap file

Linux initializes the contents of a virtual memory area by associating it with an
object on disk, a process known as memory mapping. Areas can be mapped to one
of two types of objects:

1. Regular file in the Linux file system: An area can be mapped to a contiguous
section of a regular disk file, such as an executable object file. The file section
is divided into page-size pieces, with each piece containing the initial contents
of a virtual page. Because of demand paging, none of these virtual pages is
actually swapped into physical memory until the CPU first fouches the page
(i.e., issues a virtual address that falls within that page’s region of the address
space). If the area is larger than the file section, then the area is padded with
ZETOS.

2. Anonymous file: An area can also be mapped to an anonymous file, created
by the kernel, that contains all binary zeros. The first time the CPU touches
a virtual page in such an area, the kernel finds an appropriate victim page
i physical memory, swaps out the victim page if it is dirty, overwrites the
victim page with binary zeros, and updates the page table to mark the page
as resident. Notice that no data are actually transferred between disk and
memory. For this reason, pages in areas that are mapped to anonymous files
are sometimes called demand-zero pages.

In either case, once a virtual page is initialized, it is swapped back and forth
between a special swap file maintained by the kernel. The swap file is also known
as the swap space or the swap area. An important point to realize is that at any
point in time, the swap space bounds the total amount of virtual pages that can be
allocated by the currently running processes.

e EFsXiElmrzm EfFAXRAZEIRSE

B — o vm_area_struct Page Table
’ e iZ{THe — PTEO |
Swap file 1 l — PTE 1
. \ unalocae: PTE 2
e — ‘ﬁh JEJLIBEE& —_ PTE 3
i Shared Libraries () MRS PTE 4
o | . KRB PTE 5
ELF header \ o Yo
\ PTE 6 F—TEE
W T unallocated PTE 7 BEE
Segment header 1 | L (Un)aliocated
table [ ]\ # . {Un)cached;
text section \ e T
1 FiNBzREERE :
.rodata section - T
it R
.data section ¥ VM_XXX
| X138
]» unallocated

L 1 L 1 L J
— e EIEREETF I ERIRegular file - = - BAEEHEA0, WEATEE T mAnonymous file (EEXUS, WEREATEEEFswap filed)
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Shared Objects

+ Shared Object: two virtual memory Processes can share the same Physical memory object

Process 1 maps the shared object.
Process 2 maps the same shared object. (Note that the physical pages are not necessarily contiguous.)

Since each object has a unique filename, the kernel can quickly determine that process 1 has already
mapped this object and can point the page table entries in process 2 to the appropriate physical pages.
The key point is that only a single copy of the shared object needs to be stored in physical memory, even
though the object is mapped into multiple shared areas. For convenience, we have shown the physical

pages as being contiguous, but of course this is not true in general.

An object can be mapped into an area of virtual memory as either a shared
object or a private object. If a process maps a shared object into an area of its virtual
address space, then any writes that the process makes to that area are visible to
any other processes that have also mapped the shared object into their virtual
memory. Further, the changes are also reflected in the original object on disk.

Changes made to an area mapped to a private object, on the other hand, are
not visible to other processes, and any writes that the process makes to the area
are not reflected back to the object on disk. A virtual memory area into which a
shared object is mapped is often called a shared area. Similarly for a private area.

¢ Private Copy-on-Write (COW) Objects:
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Process/1 Physical Process 2
virtual memory memory) virtual memory

write
area

Private
}) copy-on-

Private
copy-on-write object

Process 1 Physical Process 2
virtual memory memory virtual memory)

Copy-on-writ‘e\

Write to
private
copy-on-
write
page

Private
copy-on-write object
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* Two processes

mapping a private
copy-on-write
(COW) object.

Area flagged as
private copy-on-
write

PTEs in private
areas are flagged
as read-only

Instruction writing
to private page
triggers protection
fault.

Handler creates
new R/W page.

Instruction restarts
upon handler return.

Copying deferred
as long as possible!
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lbtt eI R RO RN BERIS
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) TLBRILLAAZLERMAFEERER (MMU) M—885

(A. iUt BAZIEMLL) 636 [ (A ERiittht BAZEIbHE) |, X

(A. Tpithilk B.RIS) A% ER—SRTRERLAER (A.AFR

T EF, 'BH‘.E%I’FFEEA_ (AIME BAH) . X—148-set, 4-wayBITLBfE, — M RFERALIF

FHA

) —ANCGESHEBRIMITXHRIEEEN
Bhmemory layoutsi IEX ERFARI ARSI HAIERIERAR [ | WAL REIBERFTRI RIRORER

HAENAER

BA. BaHAsEMmEEHE B/C

A. iZRITHRYEEER B. Anonymous file C. swap file(859X)

EAHELE

A

execve

Figure 9.31

How the loader maps the
areas of the user address
space.

A L 15 CRIESAR) FIYRRIHESHE P

( AlgE—gY BAE—1) setrh, —BsetifiEllm, NaJLAFFE

User stack

.

¥

(A.IE—fY9 BAE—4) wayrh

o MR ERIREF RSB

D. iZMITXHRICIBER

Private, demand-zero

libc.so T
.data Memory-mapped region
.text > for shared libraries

T

Uninitialized data (. bss)

a.out
_data » Initialized data (.data)
bext Code (. text)

. Delete existing user areas. Delete the existing area structs in the user portion

of the current process’s virtual address.

. Map private areas. Create new area structs for the code, data, bss, and stack

areas of the new program. All of these new areas are private copy-on-write.
The code and data areas are mapped to the .text and .data sections of the
a.out file. The bss area is demand-zero, mapped to an anonymous file whose
size is contained in a.out. The stack and heap area are also demand-zero,
initially of zero length. Figure 9.31 summarizes the different mappings of the
private areas.

. Map shared areas. If the a.out program was linked with shared objects, such

as the standard C library 1ibc. so, then these objects are dynamically linked
into the program, and then mapped into the shared region of the user’s virtual
address space.

. Set the program counter (PC). The last thing that execve does is to set the

program counter in the current process’s context to point to the entry point
in the code area.
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3.6 AEHES
BPEMHSAESE

o ENERESRES dynamic memory allocators (such as malloc), FASEIRENVMZS|E]
» Dynamic memory allocators manage an area of process VM known as the heap ()

User stack
‘ ' Top of heap
* (brk ptr)
Heap (via malloc)
Uninitialized data (.bss)
Initialized data (.data)
Program text (.text)
0
~

LinuxRGeR M 7R AbrkIRGER, AFEEn,
BMEBEZFEATLIEE T Linux system call- brk

» Allocator maintains heap as collection of variable sized blocks, which are either allocated or free
Types of allocators:

o Explicit allocator: malloc and free in C (FE&Bid brk ERFEAFREheap=Sial, EEPYIRNLT
TR Rt EHET S ENSAFD EC)

XXXXXXXXXX
int *p = (int*) malloc(n * sizeof(int)); // allocate a block
if (p == nullptr) {
perror("malloc");
exit(0);
}
for (int i = 0; i < n; ++i) p[i] = i;

free(p); // return p to the heap

o Implicit allocator: garbage collection in Java, ML, and Lisp

. WEHERE———LER
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EFEX/Eblock, BEE, FTHzE, X3FEK (8 bytes alignment for GNU malloc ) , IREINERE( (—BESHE
A geresh)

Performance Goal

o HMEZE | Throughput: EB{IATEINTERANEREL
. I&{EPIEFIEZ | Peak memory utilization

Aggregate payload P; is the sum of currently allocated payloads
Current heap size Hj, assumed monotonically nondecreasing
Peak memory utilization (after k requests) U, = makaPi/Hk

R RRE
Poor memory utilization caused by fragmentation
1. AEREE R4 internal fragmentation

payload is smaller than block size

Block
_/\"H—\_
_\-"\-\.\
Internal Payload Internal

fragmentation fragmentation

) Caused by

# Overhead of maintaining heap data structures
® Padding for alignment purposes

® Explicit policy decisions
» (e.g., to return a big block to satisfy a small request)

2. HMEREE R4 external fragmentation

) Occurs when there is enough aggregate heap memory, but no single free
block is large enough

p1 = malloc(4)

p2 = malloc(5)

p3 = malloc(6)
free(p2)

p4 = malloc(6) Oops! (what would happen now?)

Ié )) Depends on the pattern of future requests

® Thus, difficult to measure
3. header field / header

Thus we know how many memory to free given just a pointer.
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po

1
\\J/l

block size data

p0 = malloc(4)

free(p0)

o Implicit list 5&3EFrERIblocks
» Explicit list ZE#free blocks using 15§t

| » Method 1: Implicit list using length—links all blocks

5 4 6 2

| » Method 2: Explicit list among the free blocks using pointers
5 /:_\-s 2

| » Method 3: Segregated free list

« Different free lists for different size classes

| » Method 4: Blocks sorted by size
® Can use a balanced tree (e.g. Red-Black tree) with pointers within each free block, and the length used as a key

4. Implicit List SEI}

1) Finding a Free Block

1 word
A
- N
a = 1: Allocated block
a = 0: Free block
Payload
Size: block size
Payload: application data
| (allocated blocks only)
Optional
padding
First Fit
XXX XXX XXXX
p = start;

while ((p < end) // not passed end
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&& (*p & 1) // already allocated
|| (*p <= Ten)) // too small

p=p+ (p & -2) // goto next block (word addressed)

Next Fit: search list starting where previous search finished
Best Fit: choose the best free block (fits, with fewest bytes left over)

2) Splitting
N N T
4 _4_ _6_ 2
I
p
addblock(p, 4) T T~ T
5 T T ST T T Ty
XXXXXXXXXX

void addbTock(ptr p, int len) {

int newsize

((len + 1) >> 1) << 1; // round up to even

int oldsize *p & -2; // mask out Tow bit

*p = newsize | 1; // set new length
if (newsize < oldsize)

*(p + newsize) = oldsize - newsize; // set length in remaining part of block

3) Freeing a Block

XXXXXXXXXX
void free_block(ptr p) {

*p = *p & -2; // need only clear the "allocated" flag

Join with next/previous blocks:

logically

free(p) gone

XXXXXXXXXX
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void free_block(ptr p) {
*p = *p & -2; // clear allocated flag
next = p + *p;
if ((*next & 1) == 0) // if next block isn't allocated

*p = *p + *next; // add to this block

Bidirectional Coalescing / [a]

Boundary Tags [Knuth73]

He?der

Size H

a = 1: Allocated block
a =0: Free block

Payload and

. Size: Total block size
padding

Payload: Application data
(allocated blocks only)

Size H

t
Boundary tag
(footer)
m/—'———._\
4 4 4 4 6 6 4 4

$AfiBoundary Tages&/=4E ISR
4) Other Policies

¢ Immediate coalescing / Deferred coalescing

4 REIZHR ECF
Code Example

BE: SMESTIRIIEEH
Changing Control Flow:

* program state: jumps and branches, call and return
+ system state: exceptional control flow
low level mechanisms: hardware & OS software
higher level mechanisms: OS software (process context switch, signals, nonlocal jumps...)
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http://csapp.cs.cmu.edu/public/code.html

Exceptions

1. Exceptions: transfer of control to the OS in response to some event
(MBFPESEIZOZ user => kernel )

Examples: div by 0, arithmetic overflow, page fault, I/O request completes, Ctrl-C...

processor pushses additional processor state onto the stack necessary to restart the interrupted program

when the handler returns

Control transferred from user program to the kernel: items pushed on the kernel's stack rather than onto

the user's stack

» abort

User Process oS
event —|_current exception
1_next exception processing
by exception handler

» retum to |_current
» return to |_next

2. Interupt Vectors (FHiAE/RELIEAE)

each type of event has unique exception number k

handler k is called each time exception k occurs

exception table: used to form the address of the appropriate exception handler
exception table base register: contains the starting address of the exception table

Exception
numbers

code for
exception handler 0

Exception
Table code for
exception handler 1

o
«
.’_.--”

— code for

exception handler 2

Class Cause Async/sync Return behavior

Interrupt Signal from I/O device Async Always returns to next instruction
Trap Intentional exception Sync Always returns to next instruction
Fault Potentially recoverable error ~ Sync Might return to current instruction
Abort Nonrecoverable error Sync Never returns
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Exception number Description Exception class

0 Divide error Fault
13 General protection fault Fault
14 Page fault Fault
18 Machine check Abort
32-255 OS-defined exceptions Interrupt or trap

Figure 8.9 Examples of exceptions in x86-64 systems.

3. Asynchronous Exceptions (S5 &/F#/Interrputs)

Caused by events external to the processor (4M&f44)
indicated by setting the processor's interrupt pin
handler returns to "next" instruction

(2) Control passes
to handler after current

g:;g;";:_;g ‘g{ﬁ"’ ; hourr 4 instruction finishes

execution of hext (3) Interrupt
current instruction \ handler runs
(4) Handler

returns to
next instruction

Examples:

o 1/O interrputs
hitting Ctrl-C at the keyboard
arrival of a packet from a network
arrival of data from a disk

o Hard reset interrupt
hitting the reset button

o Soft rest interrupt
hitting Ctrl-Alt-Delete on a PC

4. Synchronous Exceptions (EZ£%

g

=)

Caused by events that occur as a result of executing an instruction (Ef§<$#HIT5I#E) . This instruction is

referred as the faulting instruction

o Traps
Intentional (FERFEES[#CHY) : system calls, breakpoint traps, special instructions
Returns control to "next" instruction

reading a file (read)
creating a new process (fork)
loading a new program (execve)

terminating the current process (exit)
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User calls: open(filename, options)

Function open executes system call instruction, syscall

0804d070 <__libc_open>:
804d082: 0f 05 syscall
804d084: 5b pop %ebx
User Process oS
syscall l exception
pop open
returns file

0OS must find or create file, get it ready for reading or writing
Returns integer file descriptor

o Faults

Unintentional but possibly recoverable (F2FFGES[#CHI) : page faults (recoverable), protection faults
(unrecoverable), floating point excetions

Either re-executes faulting ("current") instruction or aborts

e User writes to memory location

int a[1000];
main ()
- . , .
That_ portion (page) of user’s memory is currently LT
on disk }
80483bT7: c705109d 04 08 0d movl $0xd,0x8049d10

User Process oS

movll exception: page fault

‘\l Create page and load into memory
returns

Page handler must load page into physical memory
® Returns to faulting instruction

e Successful on second try

int a[1000];
main ()
a[5000] = 13;
}
80483b7: c7 05 60 e3 04 08 0d movl $0xd,0x804e360
User Process oS
- exception: page fault
I detect invalid address
signal process

® Page handler detects invalid address
& Sends SIGSEGYV signal to user process

#® User process exits with “segmentation fault”
o Aborts

Unintentional and unrecoverable: parity error, machine check
Aborts current program
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syscall

System calls are provided on x86-64 systems via a trapping instruction called syscall. It is quite interesting to
study how programs can use this instruction to invoke Linux system calls directly. All arguments to Linux system
calls are passed through general-purpose registers rather than the stack. By convention, register %rax contains
the syscall number, with up to six arguments in %rdi, %rsi, %rdx, %r10, %r8, and %r9. The first argument is in
%rdi, the second in %rsi, and so on. On return from the system call, registers %rcx and %r11 are destroyed,
and %rax contains the return value. A negative return value between -4,095 and -1 indicates an error

corresponding to negative errno.

Number Name Description Number Name Description

0 read Readfile 33 pause Suspend process until signal arrives
1 write Write file 37 alarm  Schedule delivery of alarm signal
2 open  Openfile 39 getpid Get process ID
3 close Close file 57 fork Create process
4 stat Get info about file 59 execve Execute a program
9 mmap  Map memory page to file 60 _exit  Terminate process

12 brk Reset the top of the heap o1 waité Wait for a process to terminate

32 dup2  Copy file descriptor 62 kill Send signal to a process

Figure 8.10 Examples of popular system calls in Linux x86-64 systems.

4.1 Processes (iHig)
1. EXEE

A process is an instance of a running program (F2FH—MNME1TL)
Process provides each program with two key abstractions:

¢ Logical control flow: each program seems to have exclusive use of the CPU
o Private virtual address space: each program seems to have exclusive use of main memory

maintained by... ZHIEARIEIT. RIEIR and HEIMREFERFEERBIEE

Memory

Stack

Heap

Data

Code

CPU

Reg isters Kernel context:
VM structures

HEN"ER

1. Save current registers in memory
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2. Schedule next process for execution

3. Load saved registers and switch address space (context switch)

(with one CPU core)

Saved

Memory
Stack Stack
Heap Heap
Data e Data
Code Code
Saved Saved
registers registers

1]
CPU

i
! | registers
]

2. #%iH#1Z Concurrent Processes

Two processes run concurrently if they flows overlap in time

——Otherwise, they are sequential

3. 2]k Context Switching

Processes are managed by a shared chunk of OS code called the kernel
[Important]: The kernel is NOT a separate process, but rather runs as part of some user process

Control flow passes from one process to another via a

context switch

Time

4. fork: RIEFHHIE

Process A

Process B

user code

\*\ kernel code

} context switch

] user code

_/'r/ kernel code

} context switch

user code

creates a new process (child process) that is identical to the calling process (parent process)

return 0 to the child process
return child's pid to the parent process

fork is called once but returns twice
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Process-specific data
- structs (ptables,
Different for each process task and mm structs,
kernel stack) > Kernel virtual memory
Physical memory
Identical for each process
1 Kernel code and data
3
%(e)rsp User stack
+
Memory mapped region
brk 4 > Process virtual memory
Runtime heap (malloc)
Uninitialized data (.bss)
Initialized data (.data)
0x08048000 (32} Program text (.text)
0x00400000 (64) /
task_struct mm_struct vm_area_struct _Process virtual memory
Cmm o pgd | ﬁ_‘%ﬁ\
vm_prot
mma I wm_flags |
[ \ Shared libraries
@ Page global directory address vm_prot
® Points to L1 page table vm_flags e
| » vm_prot [
@ Read/write permissions for this area 5 Text
| » vm_flags :mm 'j:?;tt —
® Pages shared with other processes or | vm_flags
private to this process vm_next

1. create VM for new process

create exact copies of current mm_struct, vm_area_struct and page tables

flag each page in both processes as read-only
flag each vm_area_struct in both processes as private COW

2. fork 91l
3. exit: &RIFLBHHFE

atexit() : registers functions to be executed upon exit

XXXXXXXXXX

void cleanup(void) {
printf("cleaning up\n");

}

void fork() {
atexit(cleanup);

fork(Q;
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exit(0);

(o]

5. Zombies: {EF#E
TFHELCAHFRRER, HEEIERMARBRERARIR: various tables maintained by OS

Reaping / [AY: SFHFERIRIERIFHIZHITEIN (RN FHZARHNSER) . IR FHENRIREIR
INRXHFELBEIFHIE, BRAFHIESKinit process[EIL

o k2 / wait: synchronizing with children

XXXXXXXXXX
#include <sys/wait.h>

int wait(int* child_status)

TRIMHEEICN—FHERILE (RKETFHE, BiERE-1)
REERL LAY FHTZRIpId
if child_status != NULL, then the object it points to will be set to a status indicating why the child process

terminated (GREFHEZUENERR, EEZRIEANEEFHENEBIASE) —— void exit(int status)

HC Bye

HP CT Bye

XXXXXXXXXX

pid_t wait(int& status); // random pid

// == waitpid(-1, status, 0)

pid_t waitpid(pid_t pid, int& status, int options) // specific pid

// pid == -1 means the wait set consists all of the parent's child processes, pid >
0 then wait set is the singleton child process whose process ID is equal to pid

// return PID of child if oK, 0 if WNOHANG, -1 on error (signal / has no children)

7~ : WIFEXITED, WEXITSTATUS:

XXXXXXXXXX
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pid_t wpid = wait(&child_status);
if (WIFEXITED(child_status))

printf("child %d terminated with exit status %d\n", wpid,
WEXITSTATUS(child_status));

else printf("child %d terminate abnormally\n", wpid);

status = 256 x exit_value_of_the_child
6. execve

loading and running programs in the context of the current process

XXXXXXXXXX
#include <unsitd.h>

int execve(const char* filename, const char* argv[], const char* envp[]);

execve is called once and never return
The execve function loads and runs the executable object file filename with the argument list argv and the
environment variable list envp (name = value strings). Execve returns to the calling program only if there

is an error, such as not being able to find filename.

Figure 8.20 argv(]
Organization of an argv argv [0] e "1s" |
argument list. argv[1] --.,H‘_____’| Py |

argv[arge — 1]
NULL \

"/user/include"

Figure 8.21 envp[]
Organization of an envp[0] L ["PWD=/usr/dron"|

environment variable list. envp [1]

_‘H“h““*| "PRINTER=iron"

envp[;l—l:l
NULL \| "USER=droh" |
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Null-terminated
environment variable strings

Null-terminated
command-line arg strings

envp[n] == NULL

envp[n-1]

en#ﬁkoj

argv[argc] = NULL

argv[arge-1]

argv foares

aré;kOJ

(in %rsi)

argc
(in %rdi)

Stack frame for
libc_start_main

Future stack frame for
main

e getenv(), setenv(), unsetenv()

XXXXXXXXXX

#include <stdlib.h>

Bottom of stack

environ

| (global var)

envp
(in Yrdx)

Top of stack

char* getenv(const char* name); // return pointer to name if exists

int setenv(const char* name, const char* newvalue, int overwrite);

// return 0 on success, -1 on error

void unsetenv(const char* name);
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#include "csapp.h"

* argv[], * envp[]) {

printf("Command-line arguments:\n");
for (1 = @; argv[i] != ; 1++)

printf(" argv[%2d]: %s\n", i, argv[i]);
printf("\n");
printf("Environment variables:\n");
for (1 = @; envp[i] != ; 1++)

printf(" envp[%2d]: %s\n", i, envp[i]);
exit(e);

QUTPUT DEB NSOLE TERMINAL

catherine@Catherine:
Command-line arguments:
argv[ @]: ./test

Environment variables:

envp[ @]: SHELL=/bin/bash

envp[ 1]: WSL_DISTRO_NAME=Ubuntu

envp[ : NAME=Catherine

envp[ : PWD=/mnt/c/Users/Catherine/Desktop/code

envp[ : LOGNAME=catherine

envp[ : HOME=/home/catherine

envp[ : LANG=C.UTF-8

envp[ : LS_COLORS=rs=0:di=01;34:1n=01;36:mh=00:pi=48;33:s0=01;35:do=01; 3
;¥ tar=01;31:*.tgz=01;31:*.arc=01;31:*.arj=01;31:*.taz=01;31:*.1ha=01;31:*.1z4
=01;31:*%.gz=01;31:*.1rz=01;31:*.1z=01;31:*%.1z0=01;31:*.xz=01;31:*.zst=01;31: *.
*.war=e1;31:*.ear=01;31:*.sar=01;31:*.rar=01;31:*.alz=01;31:*.ace=01;31: *. zoo=4
=01;35:*%.jpeg=01;35:* .mjpg=01;35: ¥ .mjpeg=P1;35:*.gif=01;35:*.bmp=01;35:*.pbm=0
g=01;35:*.s5vgz=01;3 .mng=01;35:*.pcx=01;35:*.mov=01;35:*.mpg=01;35: * . mpeg=01
=@1;35:*.nuv=01;35:*.wmv=01;35: *.asf=01;35:*.rm=01 .rmvb=01;35:*.flc=01;35
:* emf=01;35:*.0gv=01;35: *.0gx=01;35:*.3ac=00;36:*.au=00;36:*.flac=00;36:*.mda
ga=00;36: *.0pus=00;36: *.spx=00;36: *.xspf=e0;36:

envp[ 8]: LESSCLOSE=/usr/bin/lesspipe %s %s

envp[ 9]: TERM=xterm-256color

envp[10]: LESSOPEN=| /usr/bin/lesspipe %s

envp[11]: USER=catherine

envp[12]: SHLVL=1

envp[13]: WSLENV=

envp[14]: XDG_DATA_DIRS=/usr/local/share:/usr/share:/var/lib/snapd/desktop

envp[15]: PATH=/home/catherine/.local/bin:/usr/local/sbin:/usr/local/bin:/

4.2 Bk

shell: an interactive application-level program that runs other programs on behalf of the user. (“{2tFREPFERARE"T
2F)

the original shell was the sh program, followed by csh, tcsh, ksh and bash

perform a sequence of read/evaluate steps and then terminates

main routine:
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code/ecf/shellex.

#include "csapp.h"

2 #define MAXARGS 128

3

4 /% Function prototypes */

5 void eval(char *cmdline);

6 int parseline(char *buf, char **argv);
7 int builtin_command(char **argv);

8

9 int main()

10 {

11 char cmdline[MAXLINE]; /* Command line */
12

13 while (1) {

14 /* Read */

15 printf("> ");

16 Fgets(cmdline, MAXLINE, stdin);
17 if (feof(stdin))

18 exit(0);

19

20 /* Evaluate */

21 eval (cmdline);

code/ecf/shellex.
codetect/shellex.c
/* eval - Evaluate a command line */
2 void eval(char *cmdline)
3 1 d hell
char *argv[MAXARGS]; /* Argument list execve() */ O ¢
B char buf [MAXLINE]; /+ Holds modified command line +/ {*tpa‘rsej'i"m E i“sebﬂfle C;mand 11"? and build the argv array +/
* s
6 int bg; /% Should the job run in bg or fg7 */ - :“ parselinetciar whut, char wrargv
3
id_t pid; P id
; pid_t pi /* Process id +/ 4 char *delim; /* Points to first space delimiter =/
. . (buf dline): 5 int argc; /* Number of args */
STIepylbui, cmaiinel; 6 int bg; /+ Background job? */
10 bg = parseline(buf, argv); ,
1 if 0] == NULL
_“ * (arfv[ ] 1 ) 13 + 8 buf (strlen(buf)-1] = ' '; /* Replace trailing '\n' with space */
. returms grore enpty Lines 9 while (+buf &k (+buf == ' ')) /* Ignore leading spaces */
) 10 buf++;
4 if (1builtin_comnand(argv)) { |
5 if ({pid = Fork(})) == 0) { /* Child runs user job */ /% Build the argy list +/
s if (execve(argv[0], argv, environ) < 0) { ‘ o v
arge = 0;
17 printf("%s: Command not found.\n", argv[0]); ; whfle ((delim = strchr(buf, ' ")) {
, i£00): ’
8 , exit(0); 15 argv[argc++] = buf;
P
N 3 6 *#delim = '\0';
o 7 buf = delim + 1;
2
1 hils buf &k buf == ' ' I
22 /* Parent waits for foreground job to terminate */ f waie (; ;++- (b 7)) /x Ignore spaces =/
2 if (1bg) { ’ ) s
20
24 int status;
1 = NULL;
2 if (waitpid(pid, kstatus, 0) < 0) ‘ argv [argc)
; Wyaitfe: waitpi "y . e
A: , unix_error("waitfg: waitpid error"); - if (argc == 0) /* Ignore blank line */
- 24 return 1;
28 else
9 rintf("%d %s", pid, cmdline); -
B N P hsT PG, ; 26 /+ Should the job run in the background? #/
0
f‘ curn: 27 if ((bg = (+argvlarge-1] == '&')) != 0)
3 . return; 28 argv[--argc] = NULL;
32
- . . o . return bg;
34 /% If first arg is a builtin command, run it and return true */ }
35 int builtin_command(char #**argv) )
36 { code/ecf/shellex.c
37 if (!stremp(argv[0], "quit")) /* quit command */ Figure 8.25 parseline parses a line of input for the shell.
38 exit(0);
39 if (!stremp(argv[0], "&")) /* Ignore singleton & */
40 return 1;
41 return 0; /* Not a builtin command */
42 3}
codelecfishellex.c

BASH ps %

ps -1
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: $ ps -1
PID PPID NI ADDR SZ WCHAN TTY TIME CMD
8 7 e - 4525 - ttyl e0:ee:ee bash

476 8
479 8

- 2634 - ttyl e0:00:0@ test
- 4645 - ttyl 20:00:80 ps

e
e

F: HRERIRIRIRG

S: HEAURZE (stat) , EEIRZASA: R (running), S (sleep), T (stop), D (AREJ#HIEEE), Z (zombie)
UID / PID / PPID: LHFEMUIDFTRE / HFZAIPIDE / HFZARIAFEAIPID

PRI/ NI: priority/nicefIB8E, FRZHIEHMCPURMBITAMLLIRE (fE/INERET)

ADDR/SZ /| WCHAN: iZIHfEE AFIERS | Wi FEMRiRZ D NTE | BRIEERESELE

TTY: BEAXNRIHIE, EREEENUERNSZRNE (pts/n)

TIME : {ERB#=AICPURT A

CMD: 5%
ps -t
PID TTY TIME COMMAND
7 ttyl @:ee /init
8 ttyl 8:80 -bash
476 ttyl 0:00 ./test
480 ttyl e:ee ps -t
jobs
BEHRENHEER
Bl | BERER

background job: [command] & AEEZ{HHIEE

BIETER correctly waits for and reaps foreground jobs

B2, FEeEFZLERSTHER (ENnEKEASHKE)

XESHAFELR SHOSHIZEFEAR (—BiBd 7 HIZECEN process quota) , shellfiABEE  T{E(aHran
<, BP fork Q) iR[E-1

XXXXXXXXXX

ulimit -u // bash syntax ZiHHIZECEN

H—PEEHIESHET, OSHZASRIN—HXElRE"(ECF)RIUNFIR IRER" shell, X—HFIHHEIRBES signal.

4.3 (SSI2 Signals
1.185
Definition: A signal is a small message that notifies a process that an event of some type has occurred in the system

T HE

HEA R/ \E#IDZFE R (1-30) kill -s -id
HRZ (BRNES—MHENEKT) RXGLiHE
ZENE—NEEEEBS (ANIDFMERIAIX—SK)
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ID Name
2 SIGINT
9 SIGKILL

11 SIGSEGV

14 SIGALRM
17 SIGCHLD

Default Action

Terminate

Terminate

Terminate & Dump

Terminate
Ignore

Default Action iA83E: HiF (BEEKE)

Corresponding Event

Interrupt (e.g., ctl-c from
keyboard)

Kill program (cannot override or
ignore)

Segmentation violation

Timer signal
Child stopped or terminated

Number Name Default action Corresponding event
1 SIGHUP Terminate Terminal line hangup
2 SIGINT Terminate Interrupt from keyboard
3 SIGQUIT Terminate Quit from keyboard
4 SIGILL Terminate Illegal instruction
5 SIGTRAP Terminate and dump core ? Trace trap
6 SIGABRT Terminate and dump core * Abort signal from abort function
7 SIGBUS Terminate Bus error
8 SIGFPE Terminate and dump core ? Floating-point exception
9 SIGKILL Terminate Kill program
10 SIGUSRI1 Terminate User-defined signal 1
11 SIGSEGV Terminate and dump core ? Invalid memory reference (seg fault)
12 SIGUSR2 Terminate User-defined signal 2
13 SIGPIPE Terminate Wrote to a pipe with no reader
14 SIGALRM Terminate Timer signal from alarm function
15 SIGTERM Terminate Software termination signal
16 SIGSTKFLT Terminate Stack fault on coprocessor
17 SIGCHLD Ignore A child process has stopped or terminated
18 SIGCONT Ignore Continue process if stopped
19 SIGSTOP Stop until next SIGCONTP Stop signal not from terminal
20 SIGTSTP Stop until next SIGCONT Stop signal from terminal
21 SIGTTIN Stop until next SIGCONT Background process read from terminal
22 SIGTTOU Stop until next SIGCONT Background process wrote to terminal
23 SIGURG Ignore Urgent condition on socket
24 SIGXCPU Terminate CPU time limit exceeded
25 SIGXFSZ Terminate File size limit exceeded
26 SIGVTALRM  Terminate Virtual timer expired
27 SIGPROF Terminate Profiling timer expired
28 SIGWINCH Ignore Window size changed
29 SIGIO Terminate I/O now possible on a descriptor
30 SIGPWR Terminate Power failure

¢ Sending a Signal

Kernel sends (delivers) a signal to a destination process by updating some state in the context of the

destination process

* Receiving a Signal
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A destination process receives a signal when it is forced by the kernel to react in some way to the
delivery of the signal

o Ignore: ZIRISS

o Terminate: ZRINHFZ

o Catch: NIREREY (BILEM—IMSSLIEERES signal handler SRiEAT)
¢ Pending and Blocked Signals

pending blocked

0001
0002
0003
0004
0005
0006
0007
0008
0009
0010
0011

0030

pending: {SSEAIXBERBIRIL

B—MESRN&ESZFE—pending signal
signalsFHAFBAFIHER: ERHEZRIE Bpending signal, NIEEEIZHERIXANZFFRANESIEW
discarded

Kernel maintains pending and blocked bit vectors in the context of each process
Ltype kiSS#EpendingfTset bit k
Htype k{5512 WAdclear bit k

blocked: —/Mi BRIAFEIEERVSSEILMBIEIX (delivered) , (ERAESSHRIRIEEZRIASHIEIL
(received)

1EidsigprocmaskB iz Tsetflcleart®2{E (Explicit blocking mechanism)

XXXXXXXXXX

#include <signal.h>

int sigprocmask(int how, const sigset_t *set, sigset_t *oldset);
int sigemptyset(sigset_t *set);

int sigfillset(sigset_t *set);

int sigaddset(sigset_t *set, int signum);

int sigdelset(sigset_t *set, int signum);

// Returns: 0 if OK, -1 on error
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int sigismember(const sigset_t *set, int signum);

// Returns: 1 if member, 0 if not, -1 on error

 Process Groups #7248

B PHEBET— M EHEE, F pgid Fgroup id

XXXXXXXXXX

#include <unistd.h>

pid_t getpgrp(void) : return process group of current process
int setpgid(pid_t pid, pid_t pgid) : change process group of a process

pid=20 / Fore-
pgid=20 | ground
job

id=21
pSid:Zﬂ
Foreground
process group 20

id=21
pSid=2D

+ Sending Signals

o with /bin/kill Program

Back- \ pid=32 Back- \ pid=40
ground | pgid=32 ground | pgid=40
ob #1 ob #1
Background Background
process group 32 process group 40
getpgrp()

Return process group of current process

setpgid()

Change process group of a process

/bin/kill program sends arbitrary signal to a process or process group

Examples:

/bin/kill -9 24818 : send SIGKILL to process 24818
/bin/kill -9 -24817 : send SIGKILL to every process in process group 24817

o from the Keyboard

ctrl-c / ctrl-z sends a SIGINT / SIGTSTP to every job in the foreground process group ( fg
num / bg num IREHEZRIEEHIT, HFnumFR7R jobs FEIAZEINNEF)
SIGINT: default action is to terminate each process

SIGTSTP: default action is to stop / suspend each process

o with kill Function

int kill(pid_t pid, int SIGINT) : NI FHEN RIEFRL" / WIFEXITED == False
pid == 0: sends signal to every process in the process group of the calling process

pid > 0: sends signal to process pid

pid < 0:sends signal to every process in process group |pid|
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* Receiving Signals
SRAVERKETR: HERAERSHITRIRHRE
pnb = pending & ~blocked AE

2. Installing Signal Handlers

XXXXXXXXXX
typedef void (*handler_t) (int);
handler_t signal(int signum, handler_t handler)
//handlerfmHEVE: (HftlE Rhandler@Zsignal handlerfiit)
// SIG_IGN: ZB&EAJsignumiIfiEs
// SIG_DFL: MEIDAsTignumiIESaIEIALIE
// Return: pointer to previous handler if 0K

// SIG_ERR on error

XXXXXXXXXX
void int_handler(int sig) {
safe_printf("Process %d received signal %d\n", getpid(), sig);
//Async-Signal-safetyfprintf, #HESIHEI~
exit(0);
}
void fork13() {
pid_t pid[N];
int i, child_status;
signal (SIGINT, int_handler);
for (i =0; i < N; i++)
if ((pid[i] = fork()) == 0) {
while(1); // child infinite Tloop
}
for (i =0; i < N; i++) {
printf("Killing process %d\n", pid[i]);

ki1l1(pid[i], SIGINT);

for (i =0; 1 < N; i++) {
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pid_t wpid = wait(&child_status);
if (WIFEXITED(child_status))

printf("child %d terminated with exit status %d\n", wpid,
WEXITSTATUS(child_status)); //LEEiRH

else

printf("child %d terminated abnormally\n", wpid);

1. Signals Handlers as Concurrent Flows

A signal handler is a separate logical flow (not process) that runs concurrently with the main program

BB 7RYstack 540§ T3 (CPU context / control flow)

NEEHEN
:
1
Signal - : user code (main)
delivered curr ! Co n-text
] kernel code switch
| user code (main)
; Context
Signal N : kernel code switch
received E user code (handler)
| kernel code
1
1
lnext | user code (main)

2. pending signals are not queued
EESLEER, STRXESRNEIAERERET
3. living with nonqueuing Signals: must check for all terminate jobs

IBEFMENRIEFHE: wait

XXXXXXXXXX

while ((pid = waitpid(-1, &child_status, WNOHANG)) > 0) {
safe_printf("Received signal %d from process %d\n", sig, pid);

}

//3tE:
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// pid_t pid = wait(&child_status);

4. signal arrival during long system calls (say a read)
REARNITIEPSSENXT, signal handler&rltfread call, signal handlersRfSread call&4f & H ot T

5. signal handler reacts to externally generated events

XXXXXXXXXX
#include <stdlib.h>
#include <stdio.h>

#include <signal.h>

void handler(int sig) {
safe_printf("yYou think hitting ctrl-c will stop the bomb?\n");
sleep(2);
safe_printf("well...");
sleep(l);
printf("ok\n");

exit(0);

int main() {
signal (SIGINT, handler); /* installs ctrl-c handler */

while(1) {}

Function is async-signal-safe if either reentrant ({XEEEBESE) or non-interruptible by signals
B S RIRIREA = signal T iR

async-signal-safe wrapper for printf: safe_print
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void safe printf(const char *format, ...) {
char buf[MAXS];
va_list args;

va_start(args, format); /* reentrant */
vsnprintf(buf, sizeof(buf), format, args); /* reentrant */
va_end(args); /* reentrant */
write(1, buf, strlen(buf)); /* async-signal-safe */

}

#include <stdarg.h>

4.4 {EFHLHEEE Nonlocal jumps

1. setjmp & longjmp

XXXXXXXXXX

#include <setjmp.h>

Powerful (but dangerous) user-level mechanism for transferring control to an arbitrary location
Controlled to way to break the procedure call / return discipline
Useful for error recovery and signal handling

efficient in deeply nested functions

e int setjmp(jmp_buf env, int i)
must be called before Tongjmp
called once, returns one or more times
identifies a return site for a subsequent longjmp
implementation: remember where you are by storing the current register context, stack pointer and PC

value in jmp_buf and return 0

setjmp AOREIEARBERE— N TE! ! !
{Ba] AR Fswitch

e void Tongjmp(jmp_buf env, int i)
return from the setjmp remembered by jump buffer
return i instead of 0
called after setjmp
called once, never return
implementation: restore register context, set %eax to i, jump to the location indicated by the PC stored in

jmp_buf
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—RERT EEMNIEFSERBIRFER"

{BEAILFIACRLAR a1 T8y
ERRRS L TEX—RG

® BUITICHNE (x86-3228
) , HPGETE—RBAE
HE— " BTEFESFLE
BLARRERNAFRIBIE
(RRZAFRN=EES
K) . TOESETHREHGETET
FEOLEBERIEER, B
E—RBASRDBEZRT

GET:

movl 4(%esp), %eax #(A)

movl %edi, 20(%eax)
movl %esi, 24(%eax)
movl %ebp, 28(%eax)
movl %ebx, 36(%eax)
movl %edx, 40(%eax)
movl %ecx, 44(%eax)
movl $1, 48(%eax)
movl (%esp), %ecx
movl %ecx, 60(%eax)
leal 4(%esp), %ecx
movl %ecx, 72(%eax)
movl 44(%eax), %ecx
movl $0, %eax

Suiteht ;
A TEITT
Big<
CIESHTERRZICR esp thINfES .

D £ 2 M E movl 72(%eax), %esp.

Eig<

2. Limitations of Nonlocal Jumps

SET:
movl 4(%esp), %eax

movl 20(%eax), %edi
movl 24(%eax), %esi
movl 28(%eax), %ebp
movl 36(%eax), %ebx
movl 40(%eax), %edx
movl 44(%eax), Y%ecx

HEREFRE RN (M GET R&/m T~ —

movl __ (%eax), %esp #(D)
#(B) pushl 60(%eax) #(E)
movl 48(%eax), %eax
#(C) ret
7

SETEHEMENRENZ, RiEEERES?
CIBEFRE (A) IBONITR, eaxhFHAIRMTA? (B)
HITE, e PEHMIIRMA? (C) IRSMERRH A2
RSBERRNA? Hi8 (D) BSHARE

T, eax FIHEAFHRAVLE (ATRELESRMZESNAFER) .
iTE, eex FRAZEEMIE (AA GET R&E T—aRHFTA9HbIL) .
(FT4E D R B HB L R AFE) o

BEHTRHLL)

Work with stack discipline: can only long jump to environment of function that has been called but not yet completed

#include <stdio.h>
#include <signal.h>
#include <setjmp.h>

sigimp_buf buf;

void handler{int sig) {
siglongjmp(buf, 1);

}

main() {
if (!sigsetjmp(buf, 1))
{

signal (SIGINT, handler);
printf("starting\n");

else
printf("restarting\n");

while(1) {
sleep(1);
printf("processing...\n");

restart.c
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processing...
processing...
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Ctrl-c
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[ sincuce -ceapor L\
#define RESTORE 2
sigimp_buf buf;

int main() . L
void call_child(int*i)
int *p= 0; {
/* Install the SIGINT handler */ *i=99;
if (signal (SIGSEGV, handler) == SIG_ERR) }
unix_error("signal error");
if(RESTORE == sigsetjmp(buf, 1 /*save mask*/)) void handler(int sig) /* SIGINT
printf("restore from signal \n"); { handler */
?Ise printf( “Caught SIGSEGV\n" );
call_child(p); siglongjmp(buf, RESTORE);
}

}
printf("exit\n");

} // restore.c

sigsetjmp() and siglongjmp() are versions of setjmp() and Tongjmp() that can be used by signal
handlers

ING

» Signals provide process-level exception handling
can generate from user program
can define effect by declaring signal handler

* Some caveats
very high overhead: >10,000 clock cycles
don't have queues
only use for exceptional conditions
just one bit for each pending signal type

* Nonlocal jumps provide exceptional control flow within process
within constraints of stack discipline

4.5 ECFiIh &

1. fork(Q

XXXXXXXXXX

#include <sys/types.h>
#include <unistd.h>
pid_t fork(void);

// return 0 to child, PID of child to parent, -1 on error

#include <sys/wait.h>
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pid_t waitpid(pid_t pid, int *statusp, int options);
// return PID of child if ok, 0 (if WNOHANG), or -1 on error
pid_t wait(int *statusp);

// return PID of child if OK or -1 on error

2. sleep()

XXXXXXXXXX
#include <unistd.h>

unsigned int sleep(unsigned int secs);
// return seconds left to sleep

// The Tlatter case (rtval > 0) is possible if the sleep function returns prematurely
because it was interrupted by a signal

3. pause()

XXXXXXXXXX
#include <unistd.h>
int pause(void);

// return -1

4. execve()

XXXXXXXXXX
#include <unistd.h>
int execve(const char *filename, const char *argv[], const char *envp[]);

// does not return if OK; return -1 on error

#include <stdlib.h>

char *getenv(const char *name);

// return pointer to name if it exists, NULL if no match

int setenv(const char *name, const char *newvalue, int overwrite);
// return 0 on success, -1 on error

void unsetenv(const char *name);
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// return nothing

5 kiT10O

XXXXXXXXXX
#include <sys/types.h>
#include <signal.h>

int kill(pid_t pid, int sig);

// return 0 if OK, -1 on error

6. signal(Q

XXXXXXXXXX
#include <signal.h>

typedef void (*sighandler_t) (int);

sighandler_t signal(int signum, sighandler_t handler);

// return pointer to previous handler if OK, SIG_ERR on error (does not set errno)

7. jump()

XXXXXXXXXX
#include <setjmp.h>

int setjmp(jmp_buf env);

int sigsetjmp(sigjmp_buf env, int savesigs);

// return 0 from setjmp, nonzero from longjmps

void Tongjmp(jmp_buf env, int retval);

void siglongjmp(sigjmp_buf env, int retval);

// never returns
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5 10418

5.1 Unix /O

1. Unix Files
Definition:

A Unix file is a sequence of m bytes
All I/O devices are represented as files (IOIRFZERIESILE)
/dev/sda2 (/usr disk partition)
/dev/tty2 (terminal)
Even the kernel is represented as a file
/dev/kmem (kernel memory image)
/proc (kernel data structures)
vim Timits
vim maps
¢ Unix File Types

o Regular File

often classified into binary files and ASCII / Unicode characters files
\n, ASCIl = LF, numeric_value = 0x0a

File containing user/app data (binary, text, whatever)

OS does not know anything about the format (SZ{48=, /| IAXTOSIERR)

o Directory File
A file that contains the names and locations of other files

o Character special and block special files
Terminals (character special) and disks (block special)

o FIFO (named pipe)
Afile type used for interprocess communication

o Socket
A file type used for network communication between processes

« directory hierarchy
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/

= T

bin/ dev/ etc/ home/ usr/
bash ttyl group passwd droh/ bryant/ include/ bin/
/N
hello.c stdio.h sys/ vim
unistd.h

absolute pathname: /home/droh/hello.c

relative pathname: (current working directory) /home/droh, (hello.c) ./hello.c

e summary

Key Features:
Elegant mapping of files to devices allows kernel to export simple interface called Unix I/O
Important idea: All input and output is handled in a consistent and uniform way

Basic Unix I/O operations / system calls:

o Opening and closing files: open() and close()
o Reading and writing a file: read() and write()

o Changing the current file offset/position (seek)
indicates next offset into file to read or write
Tseek ()

XXXXXXXXXX
#include <unistd.h>

#include <sys/types.h>

off_t 1seek(int filedes, off_t offset, int whence);
// return: new offset if 0K, -1 if error

// whence: SEEK_SET: set to offset

// SEEK_CUR: set to cur + offset

// SEEK_END: file_size() + offset

o access file metadata: stat()

Opening Files
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XXXXXXXXXX
#include <sys/types.h>

#include <sys/stat.h>

#include <fcntl.h>

int open(char* filename, int flags, mode_t mode);

// return: new file descriptor if OK, -1 on error

// flags: O_RDONLY, O_WRONLY, O_RDWR, O_CREAT, O_TRUNC, O_APPEND

// mode: specifies access permission

int fd;
#define DEF_MODE S_IRUSR|S_IWUSR|S_IRGRP|S_IWGRP|S_IROTH|S_IWOTH
#define DEF_UMASK S_IWGRP|S_IWOTH
umask (DEF_UMASK) ;
if ((fd = open("/etc/hosts™, O_RDONLLY, DEF_MODE)) < 0) {
// owner: read and write permissions, others: read permissions
perror('open");

exit(l);

Mask Description

S_IRUSR User (owner) can read this file
S_IWUSR User (owner) can write this file
S_IXUSR User (owner) can execute this file

S_IRGRP Members of the owner’s group can read this file
S_IWGRP Members of the owner’s group can write this file
S_IXGRP Members of the owner’s group can execute this file

S_IROTH Others (anyone) can read this file
S_IWOTH Others (anyone) can write this file
S_IXOTH Others (anyone) can execute this file

Figure 10.2 Access permission bits. Defined in sys/stat.h.

Return a small identifying integer file descriptor (SZ{HEIART)
the descriptor returned is always the smallest descriptor that is not currently open in the process
fd == -1: an error occurred
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Each process created by a Unix shell begins life with three open files associated with a terminal (files are
recorded in a FD_TABLE)

0: standard input

1: standard output

2: standard error (diagnostic) output

XXXXXXXXXX
#include <unistd.h>

const: STDIN_FILENO, STDOUT_FILENO, STDERR_FILENO

Closing Files

XXXXXXXXXX
#include <unistd.h>
int close(int fd);

// Returns 0 if OK, -1 on error

int fd; /*file descriptor*/

int retval; /*return value*/

if ((retval = close(fd)) < 0) {
perror('close");

exit(l);

Closing an already closed file is an error
Moral: always check return codes, even for seemingly benign functions such as close()

¢ Tips-1:

S MHEEIER, ARIHZEERTE HARKA SR TR Fclose X,

e Tips-2:
BINRIRARNHREIECERIIMRTEIRE, RANRSEREERE, IRFEWMWR, BEXARIER
fsync,

Reading Files

ER M RBFHEF BN E

XXXXXXXXXX
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#include <unistd.h>
ssize_t read(int fd, void* buf, size_t n);

// Returns: number of bytes read if oK, 0 on EOF, -1 on error

char buf[512];
int fd; /*file descriptor*/
int nbytes; /*number of bytes read*/
/* open file fd ... */
/* Then read up to 512 bytes from file fd */
if ( (nbytes = read(fd, buf, sizeof(buf))) < 0 ) {
perror("read"); //output to stderr

exit(l);

returns number of bytes read from file fd into buf

Return type ssize_t is signed integer
nbytes < 0 indicates that an error occurred
Short counts (nbytes < sizeof(buf)) are possible and are not errors

Writing Files

BEANXHRBSHEF U HIENVE

XXXXXXXXXX
#include <unistd.h>
ssize_t write(int fd, const void* buf, size_t n);

// Returns: number of bytes written if OK, -1 on error

char buf[512];
int fd; /*file descriptor*/
int nbytes; /*number of bytes read*/
/* open the file fd ... */
/* Then write up to 512 bytes from buf to file fd*/
if ((nbytes = write(fd, buf, sizeof(buf)) < 0) {

perror("write");
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exit(l);

returns number of bytes written from buf to file fd

nbytes < 0 indicates that an error occurred

As with reads, short counts are possible and are not errors

dealing with Short Counts

) EFESFHHSTHELLR EEXLERTRE

» ERITXHE (EOF)
» MREEsocketiZEEGE

N

) EBAEFASEUTEREE
o MEBEESIFEEVEGE (BRTEOF)

K

) —HMEREPLERZENS
- {BEAIRIOEE(Robust 1/0)

5.2 RIO (robust 1/0) package

5.3 Metadata, sharing and redirection

1. File Metadata (JTZ{iE)

Definition: metadata is data about data, in this case file data

Per-file metadata maintained by kernel
Accessed by users with the stat and fstat functions

XXXXXXXXXX
#include <unistd.h>

#include <sys/stat.h>

int stat(const char* filename, struct stat* buf);
int fstat(int fd, struct stat* buf);

// Returns: 0 if OK, -1 on error
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[* Metadata returned by the stat and fstat functions */
struct stat

{
dev_t st_dev; /* device */
ino_t st_ino; [* inode */
mode_t st_mode; [* protection and file type */
nlink_t  st_nlink; /* number of hard links */
uid_t st_uid; * user ID of owner */
gid_t st_gid; * group ID of owner */
dev_t st_rdev; * device type (if inode device) */
off_t st_size; [* total size, in bytes */

unsigned long st_blksize; /* blocksize for filesystem /O */
unsigned long st_blocks; /* number of blocks allocated */

time_t st_atime; /* time of last access */
time_t st_mtime; /* time of last modification */
time_t st_ctime; /* time of last change (FUR{&2) */

2. Accessing File Metadata

XXXXXXXXXX

#include "csapp.h"

int main (int argc, char **argv) {
struct stat buf;

char *type, *readok;

stat(argv[1l], &buf);
if (S_ISREG(buf.st_mode)) type = "regular";
else if (S_ISDIR(buf.st_mode)) type = "directory";

else type = "other";

if ((buf.st_mode & S_IRUSR)) /* OK to read?*/ readok = "yes";

else readok = "no";

printf("type: %s, read: %s\n", type, readok);

exit(0);
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S 5B B8 1588

S_IRUSR FrEERaEENR S_IXGRP BHEIREHhITIR
S_IWUSR FrEERESHR S_IROTH Rt AFAHEIERR
S_IXUSR FREEABHTIER  S_IWOTH Rt AFEE SR
S_IRGRP EHREEIEIUR S_IXOTH HittFREEHTIER
S_IWGRP EHERESIE

e accessing directories

XXXXXXXXXX
#include <sys/types.h>

#include <dirent.h>

DIR* opendir(const char* name);

//Returns: pointer to handle if OK, NULL on error
struct dirent* readdir(DIR* dirp);

//Returns: pointer to next directory entry if OK, NULL is no more entries or error

{
DIR *directory;
struct dirent *de;
if (!(directory = opendir(dir_name)))
error("Failed to open directory");
while (0 != (de = readdir(directory))) {
printf("Found file: %s\n", de->d_name);
}
closedir(directory);
h

struct dirent {

Tong d_ino; /*inode number ZE3|THmS */
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off_t d_off; /* offset to this dirent EERXH4FHREE */
unsigned short d_reclen; /* length of this d_name Xf&&K */
unsigned char d_type; /* the type of d_name Xf§3H! */

char d_name [NAME_MAX+1]; /* file name(nul1&R) XHE&mK255FF/F*/

3. Unix Kernel Representation of Open Files

Two descriptors referencing two distinct open disk files. Descriptor 1 (stdout) points to
terminal, and descriptor 4 points to open disk file

Descriptor table Open file table v-node table
[one table per process] [shared by all processes] [shared by all processes]

File A (terminal)

File access infoi
File pos File size S
F ] refent=1 File type stat
stdin fd 0 ; .typ

struct
stdout fd 1
stderr fd2 |
jjj 1 File B (disk)
—_— File access
File pos File size
refcnt=1 File type
File sharing:

Two distinct descriptors sharing the same disk file through two distinct open file table entries
E.g., Calling open twice with the same filename argument

Descriptor table Open file table v-node table
[one table per process] [shared by all processes] [shared by all processes]

File A (terminal)

— File access
File pos File size
sidin fdo refcnt=1 File type
stdout  fd1 : E

stderr fd 2

fd3 File B (disk)

fd 4 — ’
File pos
refcnt=1

After call to fork:
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Descriptor tables Open file table v-node table

(shared by (shared by
all processes) all processes)
Parent's table File A
::g 0 " File access
1 - —
id 2 File pos ﬁbmm
fd 3 refcnt=2 File type
fd 4 : :
File B
Child’s table / File access
fd 0 Fi File size
fd 1 ile pos il
fd2 refcnt=2 le.type
fd 3 : :
fd 4

4.1/0 Redirection (EEM)

XXXXXXXXXX
#include <cstdio>
int main(Q {

freopen("in.txt", "r", stdin); //BWAEEMR, BALZIEEMIn. txtHiEE

freopen("out.txt", "w", stdout); //HHEEEME, HHEIHIEHERESout. txt

XXXXXXXXXX
#include <unistd.h>

int dup2(int oldfd, int newfd);

//Returns: nonnegative descriptor if OK, -1 on error

int dup(int fd); // fdl = dup(fd4);

Example: call dup(4, 1)
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Descriptor table Open file table v-node table

(one table (shared by (shared by
per process) all processes) all processes)
File A
| T L B I
fd0 i bometT IFile access!
fd 1 U Eia e i R
fd 2 {_Fllepos Flle size |
fd 3 irefcat=0, . _File type_:
fd4 P T
\ File B
_— [File access
File pos F‘|Ie size
refcnt=2 File _ty pe

Remarks: lEATfd1F0fd41ELEVEH read (fd, &buffer, 1) BRIRY &buffer &R (EAAEF—MEAR read 25
file pos BEHHZT)

Remarks: J1fe]8EAIDescriptor tablef1Open file tablefYXER

o« —MEFERYZNdescriptor table entry——3X3 i Open file table YA G IR
XEHR—RER (ZXFITFE—NBE0L)

o AEIHFERYE—descriptor table entryXJizOpen file table RfY[E—IA
FHEGEIHTE

o [E—HFEAYA R descriptor table entryXJizOpen file table=HfAY[E—IR
dup / dup2

5.4 Standard 1/0
The C standard library ( Tibc.so ) contains a collection of higher-level standard 1/O functions

Opening and closing files: fopen, fclose
Reading and writing bytes: fread, fwrite
Reading and writing text lines: fgets, fputs
Formatted reading and writing: fscanf, fprintf

¥ MmASELLIE (a stream is a pointer to a structure of type FILE)
ANSI C program begins with three open streams: stdin, stdout, stderr

XXXXXXXXXX
#include <cstdio>

extern FILE* stdin; // descriptor O
extern FILE* stdout; // descriptor 1

extern FILE* stderr; // descriptor 2
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fopen fdopen
fread furite
fscanf fprintf
sscanf sprintf
fgets fputs
fflush fseek

fclose
open read
write 1seek
stat close

5

C application program

*| Standard I/0 Rio

functions functions

Unix I/O functions
(accessed via system calls)

rio_readn
rio_writen
rio_readinitb
rio_readlineb
rio_readnb

Figure 10.16 Relationship between Unix I/O, standard 1/0, and Rio.

1. 18" fflush O AR ushBiH IS / ANERI TR H

2. strace ./main BRHENZRSGAEARGEE

3. FEERAE IS ERIEREY:

HETTUIEMIO: fgets, scanf, printf, rio_readlineb

TRRGRERTRINAINAROxX0a (\n ):
LinuxfIMac OS X: LF(0x0a), [\n]

HTTPARSSSE & Windows: CR+LF(0x0d 0x0a), [\r\n]
{$£H rio_readn 8§ rio_readnb Z/t

4. FRFERQMIBERZEL: strien, strcpy —RFF DONELER

Pros and Cons: Unix I/O

¢ Pros

Unix |02 &iERMBERIMNTHERI\RIIOK
FrEEMEIOBEBRERUNIX I0KSLIAT
Unix 024t 7 i31a) 34T EERITIRE

e Cons

MABERICERE, BHHE

BRSERNMTEERMIANETR, BHHE
XA RRTEANEIOFIRIOE HERSEIfRIR

Pros and Cons: Standard 1/0

¢ Pros

BT iR readfiwrite FEFRRIENE , HIPIEINT 3R

AEEATLABNAE
e Cons

IERAEIRS 4 TTEIEAITNEE

WEIORFHIFELESZEN, BREEHEESHIEEFRPXA
IVEIORE ST MILEsocket FIMINEI 1 Tb R
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6 ZIESXEIERT
6.1 ZIEEFHS
1. HRS4E

iHE2: Process = process context + code, data and stack

HE LT (SRS LI IR ETX) SEFZE

Process context

CPU context: Code, data, and stack
Data registers Sp stack
Condition codes
Stack pointer (SP) shared libraries
Program counter (PC brk —

& (PC) run-time heap

Kernel context: read/write data
VM structures (page table; task&mm structs; vm_area_struct) PC— read-only code/data
Descriptor table 0
brk pointer

Signal context

#F2: Process = thead + code, data and kernel context

ZiZthread 0 HFEprogress X F!: BHIZAMIESEINES, IEHERERZETX
£ 2thread F th¥2coroutine BIXE: BIEOSTEAR, E&EEFIEBthread

Process = thread + code, data, and kernel context
Thread Code, data, and kernel context

CPU context: shared libraries

Data registers brk — run-time heap
Condition codes read/write data
Stack pointer (SP) PC— read-only code/data
Program counter (PC) 0
stack Kernel context:
SP —
VM structures
1 Descriptor table
BIA? (MRS bri pointer

Signal context

1. Process with Two Threads
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Thread 1

CPU context: i IVEJ £ Code, data, and kernel context
Data registers R
Condition codes NETS shared libraries
ﬁtack pointer ItSPi(PC) - BMEEBRASH bk ime heap
rogram counter
QHIBERRTS read/write data
stack
Sp— ‘ - G NEFEHSBE. PC— read-only code/data
Ihread 2 BIRRRAIPIR LTS
0
CPU context: . .
Data registers " MmN Kernel context:
Condition codes ﬁfi" (B4, ﬁ]‘ VM structures
Stack pointer (SP) - BMGERECH% Descriptor table
Program counter (PC) 2RE (TID) brk polnter
stack
SP —J Signal context

BNEEAECHIIEESIRZS: CPU context
FNEEEECHERERS: TID

2. Threads vs Processes

) AR EHER RIS ) AR

* #BEECSEHS#/Icontrol flow o BEHSEEIHNE
HEEEAS
o FEESHMMHARIET (AIEERENZL) o ZEEEEFHELLHES)
« HTEIEH(CIERFN RN L eRig izl
o EFRLTXIMR (HOSKM) RNBIEES
» Linux:
CUERFEIWCHZRCH . ~20K B
FhEHER
BIREFNEMEAZAYAS : ~10K B
TRAEJHA

#H%& (concurrency): —MIEESREIRTMEZMES (BELMNREN AL, KiTii18)
FiT(parallel): ZMIIRESEE SZANEERERAMEZSNARERMES (B ENREALE)
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) EREALIERR
Y SRR

Thread A Thread B Thread C

o SEHEXRIKNZZER — 22t
Each thread can kill any other
Each thread can wait for any other
Main thread: first threads to run in a process

o SRS, HESTR—MIRGH

Process hierarchy

2. Pthreads Interface

DEZ7I0:-
ALARIESSHHE

Thread A

Thread B

Thread C

Time
Run 3 threads on 2 cores
Thread pool
T2 T4
¥ $
T1 : H
v, A J »

" shared code, data

and kernel context
4 >

Pthreads: Standard interface for ~60 functions that manipulate threads from C programs

e Threads run thread routines:
void *threadroutine(void *vargp)
» Creating and reaping threads:

pthread_create(pthread_t *tid,

.., func *f, void *arg)

pthread_join(pthread_t tid, void **thread_return)

¢ Determining your thread ID:
pthread_self()

¢ Terminating threads:
pthread_cancel (pthread_t tid)
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pthread_exit(void *thread_return)
return (in primary thread routine terminates the thread)

exit (terminates all threads)

XXXXXXXXXX
#include "csapp.h"
void *thread(void *vargp);
int main(Q {
pthread_t tid;
Pthread_create(&tid, NULL, thread, NULL);
// NULL = Thread attributes(usually NULL)

// NULL = Thread arguments(void *p)

Pthread_join(tid, NULL); // assigns return value(void **

// BATHIEELERBLEMARERITIIEMERMIZITE
exit(0);

}

/* thread routine */

void *thread(void *vargp) {
printf("Hello, world!\n");

return NULL;

3. Pros and Cons of Thread-Based Designs

Pros: ZTHLIEZEAHZERE, LEHEREGHR
Cons: TEHHZATRSSERIORT. MLENANER

6.2 = (sharing)
Definition: —MEExXEHERY, HBNHZNEES | AxAIENLH

1. Threads Memory Model

SRR

N

o BSANREERNTHERET
- BMEEAMUHEELTX
HAES, t, HKigEH, PC, &4, LARKIERSES
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« FFA%ERSEHRIGERESER
RS EROED. B0E. H. H=REE
FIFFROS AR R B AYESAIEEHR (handler)

- HFRErERETNZIFRPY, EEFHANL
o {HULETLLE. SEMEZEERNE

2. Mapping Variable Instances to Memory

2BTE: ENEMEREYINENEZE
EENEFEES2REEAIE—EH)

EETE: ENERHNINETE, FstaticEtE
S/EIERE S8/ EHEEM—/ L6
EEPERSTE: ENEREAER, BstaticBMHE
EREFEE S RaRsHSEEIE—L6

XXXXXXXXXX

#include <pthread.h>

char **ptr; /* global */

void *thread(void *vargp) {
int myid = (int) (__int64_t)vargp;
static int cnt = 0;

printf("[%d]: %s (svar=%d)\n", myid, ptr[myid], ++cnt);

int main() {

int 1i;

pthread_t tid;

char *msgs[2] = {
"HeTllo from foo",
"Hello from bar"

b

ptr = msgs;

for (i =0; i < 2; i++)

pthread_create(&tid, NULL, thread, (void *)i);
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pthread_exit(NULL);

/%
RIFIED: HEE-Tpthread (BERBIATEHEINEE-Tstdc++)
g++ test.cpp -lpthread -o test
TITER:
[0]: Hello from foo (svar=1)
[1]: Hello from bar (svar=2)
In this case:
ptr, cnt and msgs are shared

i and myid are not shared

6.3 HR (mutual exclusion)

XXXXXXXXXX

//badcnt. c: KMAVEIZ BB 2 BI5IF

void *thread(void *vargp) {
int i, niters = *((int *)vargp);
for (i = 0; i < niters; i++) cnt++;

return NULL;

volatile int cnt = 0; /* global */
int main(int argc, char **argv) {
int niters = atoi(argv[1l]);
pthread_t tidl, tid2;
Pthread_create(&tidl, NULL, thread, &niters);

Pthread_create(&tid2, NULL, thread, &niters);

Pthread_join(tidl, NULL);
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Pthread_join(tid2, NULL);
/* Check result */
if (cnt !'= (2 * niters))
printf("BooM! cnt=%d\n”, cnt);
else
printf("oK cnt=%d\n", cnt);

exit(0);

/%
Tinux> ./badcnt 10000
OK cnt=20000

Tinux> ./badcnt 10000

BOoOM! cnt=13056

-.‘:/

/%
BRLREERRIF: g++ test.s -Ipthread -o test
#mov cnt(%rip), %eax // L: Tload cnt

#add1 $1, %eax // U: update cnt
#mov1 %eax, cnt(%rip) // S: store cnt
incl cnt(%rip)

:‘:/

1. {#1Z2E progress graph

We can analyze the behavior using a progress graph iHEEl
A trajectory is a sequence of legal state transitions that describes one possible concurrent execution of threads. i

R TNSEERAIY, ERER M RERNEEF AT

critical section Iff58EX: w.r.t the shared variable cnt
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Thread 2

| safe
> > N
T2| ] Def: A trajectory is safe iff it does
’S ]‘ ' 1 not enter any unsafe region
2
critical § X Claim: A trajectory is correct (wrt
sectio | | ' S
nwrt 3 Y2 Unsafe region cnt) iff it is safe
cnt - dﬂ
L l unsafe
2
.
H, ]
¢ ’ ’ ~ Thread 1
Hl Ll Ul S1 Tl
. ~ _/

critical section wrt cnt

2. [@# synchronize

We must synchronize [@# the execution of the threads so that they never have an unsafe trajectory (i.e., need to
guarantee mutually exclusive access to critical region)

ZE77%: Semaphores {(S2& (Edsger Dijkstra)

Other Approaches:
Mutex and condition variables (Pthreads)
Monitors (Java)

6.4 (8.2 Semaphores

Semaphore: IFHEHRY, BTFRTHNEEEZE
HP. VI2{EHRL: P(s): [ while (s == 0) waitQ; s--; 1,V(s): [ s++; 1
OSWIZIRIR [1 2B EATREl: —XRE—PEEVEIEERs;, RBEPEER/\s

Semaphore invariant: (s >= 0)

Pthreads functions:

XXXXXXXXXX
#include <semaphore.h>

int sem_init(sem_t* sem, 0, unsigned int val); // s = val
int sem_wait(sem_t* s); // P(s)

int sem_post(sem_t *s); // V(s)

1. Using Semaphores for Mutual Exclusion

Basic idea:
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s WE—HETE (FEEXNIHZETEES) | XE— M HE—HESEmutex, ¥IIBH1
o JEHERMBIRFX A P(mutex) F1 V(mutex) £RIF

Terminology:

« Binary semaphore Z{BE/TtiES=
semaphore whose value is always 0 or 1

o Mutex B

binary semaphore used for mutual exclusion

o P operation: locking the mutex
o V operation: unlocking or releasing the mutex
o Holding a mutex: locked and not yet unlocked
o Counting semaphore it#liE5=
used as a counter for set of available resources

2. goodcnt.c: IEFRREHIGIF

XXXXXXXXXX
#include <semaphore.h>

volatile int cnt = 0; /* Counter */

sem_t mutex; /* Semaphore that protects cnt */

Sem_init(&mutex, 0, 1); /* mutex = 1 */

// surround critical section with P and v
void *thread(void *vargp) {
int i, niters = *((int *)vargp);
for (i = 0; i < niters; i++) {
P(&mutex) ;
cnt++;

V(&mutex) ;

However, it's much slower than badcnt.c
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Thread 2 ¥

1 0 0 0 0 1 1
T o o o o 4 BEHESEs (HAERER1)
V(s) . . Forbidden region . . FRIP. VIRIERIPRREXKI,
s I I Rt HEETENE /KA
2 1] 0 1 0 0
Unsafe
Ulo o If“" ol o o [ESTEREERT— 5
L I o Sch ) & T AR it
y .-..-.
P(S)‘ Aﬁgxﬁzﬁa
1 1 0 0 0 1 1
H2
! o0 0 0 0 1 1 Thread1
" H, P(s) L, U, S; V(s) T,
Initially s = 1
3. HEER
HEARE: SEFRESERBNE— M HERLEEHIE
FRITEESERRERERERIRTS, FENEhERE
[FARERESEFRPESHERRAE
BBIRIGIF: 4= / i§ZRERE The Producer-Consumer Problem
Producer Shared Consumer
thread buffer thread
) EHNRESER: | ) BllF
o HEEEZGETH slot, GitemiEAE o SRR
M, HEMHEE o SEHIRFpERAFEO
o HEEEF item, FENEPX P, N R SR T E R E
HEMEEE MEENESP RS HHER TR

NNMTENEFEBEE IR FE— I ERESENRNMTIEESE
mutex : XHEHPXEIEFIEE)

slots : THEEFXHETFERIER

items : ITEEPXPAIHERIZE

slots + items = n

ZEURSCIR

XXXXXXXXXX

//sbuf.h

#include <semaphore.h>
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typedef struct {
int *buf; /* Buffer array */
int n; /* Maximum number of slots */
int front; /* buf[(front+1)%n] is first item */
int rear; /* buf[rear%n] is Tast item */
sem_t mutex; /* Protects accesses to buf */
sem_t slots; /* Counts available slots */
sem_t items; /* Counts available items */

} sbuf_t;

void sbuf_init(sbuf_t *sp, int n) {
sp->buf = calloc(n, sizeof(int));
sp->n = n; /* Buffer holds max of n items */
sp->front = sp->rear = 0; /* Empty buffer iff front == rear */
Sem_init(&sp->mutex, 0, 1); /* Binary semaphore for locking */
Sem_init(&sp->slots, 0, n); /* buf has n empty slots */
Sem_init(&sp->items, 0, 0); /* Initially, buf has 0 items */

}

void sbuf_deinit(sbuf_t *sp) {
Free(sp->buf);

}

void sbuf_insert(sbuf_t *sp, int item) {
// insert item onto the rear of shared buffer sp
P(&sp->slots); /* wait for available slot */
P(&sp->mutex); /* Lock the buffer */
sp->buf[(++sp->rear) % (sp->n)] = item; /* Insert the item */
V(&sp->mutex); /* Unlock the buffer */

V(&sp->items); /* Announce available item */

int sbuf_remove(sbuf_t *sp) {

// remove and return the first item from buffer sp
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int item;

P(&sp->items); /* wait for available item */

P(&sp->mutex); /* Lock the buffer */

item = sp->buf[(++sp->front) % (sp->n)]; /* Remove the item */
V(&sp->mutex); /* Unlock the buffer */

V(&sp->slots); /* Announce available slot */

return item;

o #hFE: ERINEAERR
NFRRFEIZ AR, FAVEH =ME5E (semaphores).

mutex: $5H|0]4HAS & customers [{J1/50] ;s customer: [ GRS S

barber: H R INAIEIEE T &
(D) FEHX=AME T ERPIEE
mutex =1 customer=0  barber=0

(2) AL AT AR R AR AN FE IR0, BEANE ) AN BRAE A R EL

=
H3

P(&mutex); V(&mutex); P(&customer); V(&customer); P(&barber); V(&barber);
F IR AR
void* customer() { void* barber() {
P(&mutex); while(1) {
if (customers > N) {
V(&mutex): P(&customer);
return NULL; P(&mutex);
} customers --;
customers ++; V(&barber):
V(&customer); (&barber);
V(&mutex); V(&mutex);
P(&barber); cutHair();
getHairCut(); |
return NULL; |
}

2. 7% EFNEREKBTERIRF
Aeracef=11:

XXXXXXXXXX
// race.c
#include <pthread.h>

#include <cstdlib>
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#include <cstdio>

void *thread(void *vargp) {
int myid = *((int *)vargp);
printf("Hello from thread %d\n", myid);

return NULL;

int main(Q {
pthread_t tid[N];
int i;
for (i = 0; i < N; i++)
Pthread_create(&tid[i], NULL, thread, &i);
for (i =0; i < N; i++)
Pthread_join(tid[i], NULL);

exit(0)

FERIETNT S F&FEvargpfI5 |HZ BIRE RS
raceiEbE

XXXXXXXXXX
#include <cstdlib>
#include <cstdio>
#include <pthread.h>

#include <malloc.h>

void *thread(void *vargp) {
int myid = *((int *)vargp);
Free(vargp);
printf("Hello from thread %d\n", myid);

return NULL;
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int main(Q) {
pthread_t tid[N];
int i, *ptr;
for (i = 0; i <N; i++) {
ptr = Malloc(sizeof(int));
*ptr = 1;
Pthread_create(&tid[i], NULL, thread, ptr);
}
for (i = 0; 1 < N; i++)
Pthread_join(tid[i], NULL);

exit(0);

4. JE8

EX: FHE—DKTASKRERNFY
SRR HER1MHIE2TER N RIRAMIBLAYS:, HIE1RIG TAFRS

XXXXXXXXXX
#include <cstdlib>
#include <cstdio>
#include <pthread.h>
#include <unistd.h>

#include <semaphore.h>

int cnt = 0;
int NITERS;

sem_t mutex[2];

void *count(void *vargp) {

int i;

int id (int) (__int64_t)vargp;

for (i = 0; i < NITERS; i++) {
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int

sem_wait(&mutex[id]); sem_wait(&nutex[1l-id]);

cnt++;

sem_post(&mutex[id]); sem_post(&mutex[1-id]);
}

return NULL;

main(int argc, char** argv) {
NITERS = atoi(argv[1l]);

pthread_t tid[2];

sem_init(&mutex[0], 0, 1); /* mutex[0] =1 */
sem_init(&mutex[1], 0, 1); /* mutex[1l] =1 */
pthread_create(&tid[0], NULL, count, (void*) 0);
pthread_create(&tid[1], NULL, count, (void*) 1);
pthread_join(tid[0], NULL);
pthread_join(tid[1], NULL);
printf("cnt=%d\n", cnt);
exit(0);
Thread 1
_ Deadlock
V(sy) Forbidden region state
fors,
V(sy)
P(So) Deadlock Forbidden region
region fors,
P(s,)
I I I I Thread 0
P(ss) P(sq) V(so) V(sy)
Sp=84=1
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Locking introduces the

potential for deadlock:

waiting for a condition that will never
be true

Any trajectory that enters

the deadlock region will

eventually reach the

deadlock state, waiting for either s,
or s, to become nonzero

Other trajectories luck out and skirt
the deadlock region

Unfortunate fact: deadlock is often
nondeterministic (race)



Tid[o]:  Tid[1]:
P(so); (s1);
P(s):" “P(so);
cnt++;  cnt++;
V(so); V(s

V(s4); V(sop);

EORIRE : fE AR AV AN

Thread 1
V(so) Forbidden region
fors,
_ ® No way for trajectory to get
V(s,) stuck
_ ® Processes acquire locks in
P(s,) same order
0 Forbidden region
_ fors; ® Order in which locks released
P(s,) immaterial
T I ] T Thread 0
P(so)) P(s))  V(so)  V(sy)
Tid[0]:  Tid[1]:
P(s0); P(s0);
P(s1): P(s1):
cnt++; cnt++;
V(s0);  V(s1);
V(s1); V(s0);
XXXXXXXXXX

void *count(void *vargp) {
int 1;
int id = (int) vargp;
for (i = 0; i < NITERS; i++) {

P(&nutex[0]); P(&mutex[1]);

121/133



cnt++;
v(&mutex[id]); v(&mutex[1-id]);
}

return NULL;

7 X86 iCmimiz

7.1 Hello World
HEE®E

XXXXXXXXXX
#include <stdlib.h>
#include <stdio.h>
int main(Q) {
printf("Hello world\n");
exit(0);

return 0;

gcc -S -0g helloworld.c

XXXXXXXXXX

.file  "hello.c"

.section .rodata
.LCO:

.string "Hello world"

. text

.globT main

.type main, @function
main:

subq $8, %rsp

mov'l $.LCO, %edi
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call puts
mov'1 $0, %edi

call exit

1. C4w$ED: Directives

ICRAIEFLL . FELATERICRIET, W .file, .def, .text%, HAUBEZCHEEMAHTR. H

F.file, .def, .cFr1EIBETAEK (FTLIZE)
~F: .globl main FRLREEFTS main E2BHY, .Lco MIARLBaI Y
2. 85 Symbol
LA ERINFRE (Wmain: ) R2RUFRREESHREREHIIRIRTS
3. .text B .section .text FXRBER
.dataBf .section .rodata F~ (RiE) HBURER
4 316FHXITT: .p2align 4,,15 EE F—TANFARNE— N SEEERZ2H 4 7)’? xS
TS EIAMABIERIER, SN SHERAIRESATIUMERZ DT

nt c = 1; : ¥Rt EeRTE

=1

XXXXXXXXXX

.section .rodata

LCO: .string "Hello world"
.global C
.data
.align 4
c: .Tong 1
RiFRS

as my_file.s -o my_object_file.o: fIIA -gstabs =4 m a2 objectS 4
1d my_object_file.o -o my_exe_file: BILABZA .o X4&; IO -9 IET=ERIREE

"Hello World.c"

XXXXXXXXXX
.data # ¥IEEX
msg: # FRYBAVMIUE
.ascii "Hello world\n"

len = .-msg # “.”FRRLayHhit

.text # 1URBES
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.glob1 _start # JCARIEFHAO

_start:
mov(q $len, %rdx
movq $msg, %rsi

movq $1, %rax # R&E (writeRSAKER)

movq $1, %rdi # stdout

syscall

mov(q $60, %rax # FEFEH

movq $0, %rdi # BHIE

syscall

1. REFEA

X84-64 Linux FTRIRARABREL syscall 1 8% (—MEENH) LI

%rax FHARSEBRIINEES

L RFARNSH RN EISF=S %rdi , %rsi, %rdx, %rl0, %r8, r9H
SRGEATMCE, REHERTLABESFRS %rax FERE (—RR<0RTEIR)

Call Code (rax)

0

System Service Description

SYS_read Read data
rdi = file descriptor (of where to read from)

rsi = address of where to store data
rdx = count of bytes to read

If unsuccessful, returns negative value
If successful, returns count of characters actually read

SYS_write Write data

rdi = file descriptor (of where to write to)
rsi = address of data to write
rdx = count of bytes to write

If unsuccessful, returns negative value
If successful, returns count of characters actually written
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Call Code =2 SYS_open Open a file.

rdi = address of NULL terminated file name
rsi = file status flags (typically 0 RDONLY)

If unsuccessful, returns negative value.
If successful, returns file descriptor.

3 SYS_close Close an open file.

rdi = file descriptor of open file to close
If unsuccessful, returns negative value.
8 SYS_lseek Reposition the file read/write file offset.

rdi = file descriptor (of where to write to)
rsi = offset
rdx = origin

If unsuccessful, returns negative value

57 SYS_fork Fork current process

59 SYS_execve Execute a program
rdi = Address of NULL terminated string for name of program to
execute.

60 SYS_exit Terminate executing process.

rdi = exit status (typically 0)

85 SYS_creat Open/Create a file.
rdi = address of NULL terminated file name
rsi = file mode flags

If unsuccessful, returns negative value.
If successful, returns file descriptor.

96 SYS_gettimeofday Get date and time of day

rdi = address of time value structure
rsi = address of time zone structure

If unsuccessful, returns negative value.
If successful, returns information in the passed structures.

2. R SITEH

HBYEFCESH, int main(int argv, char *argv[])
*) B— NI TEFBEGSTEoT, ST EBRIREFEERF

XXXXXXXXXX
.text
.glob1l _start
_start:
popq %rsi # argc
vnext:
popq %rsi # argv[?]
testq %rsi, %rsi # THSFHRAALE

jz exit # Blje
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movq %rsi, %rbx
xorq %rdx, %rdx # rdx = 0
strilen:
movb (%rbx), %al
incq %rdx
incq %rbx
testb %al, %al
jnz strlen
movb $10, -1(%rbx) # 102iR{TH
movq $1, %rax # RFHARES (sys_write)
movq $1, %rdi # XHH#IRRT(stdout)
syscall
jmp vnext
exit:
movq $60, %rax # F2FEE
movq $0, %rdi # BHE

syscall

gdbiffizt :
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(gdb) b _start

Breakpoint 1 at

(gdb) r 12345 6789 101

Starting program: /mnt/c/Users/Catherine/Desktop/Test/test 12345 6789 101

Breakpoint 1, in _start ()
(gdb) info registers
rax oxo
rbx oxe
rcx oxe
rdx oxe
rsi oxe
rdi oxe
rbp exe exe
rsp ex7ffffffedb7e ex7ffffffedb7e
r8 oxo
ro exe
oxe
exe
exe
oxo
exe
exe e
8x401000 ex4el1eee <_start>
@x202 [ IF ]
ex33 o |
ex2b 43
exe
oxo
exe
exe
/6xg ex7ffffffedb7e
! ©xe0eeeeeeeseeers exeeee7ffffffeddf7
: exeeee7ffffffede206 exeeee7ffffffede26
. Pxeeee7ffffffede2b 2xX20e0200000000000
exeeee7ffffffeddf7
"/mnt/c/Users/Catherine/Desktop/Test/test"
exeeee7ffffffede20
"12345"
exeeee7ffffffede26
"e789"
Bxeeee7ffffffede2b
"101"

3. @AM 1ib_c FEERE

IC4%%ars: as hello.s -o hello.o

1d -Tc -dynamic-Tinker /1ib64/1d-1inux-x86-64.s0.2 hello.o -o hello

XXXXXXXXXX
.section .rodata
.LCO:

.string "Hello world"

.text
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.glob1 _start

_start:
mov1 $.LCO, %edi
call puts

mov1 $0, %edi

call exit

7.2 iCHmies

1. ZVE YR

.data: FUEER (FEEHEVIRENEIE)
.bss : EUERR (FEBTCHVIMREIEEE)
.text : IEXER (FBFiES

2. BEAOfIE: _start FEERREIAGEBRS
WAE LRI BRI T SRESRAMNEDIERIEE), FBIRF .globl B, 41 .gTobl _start

1. dataEg

XXXXXXXXXX
output:

.ascii  "hello world"
pi:

.float 3.14
# FERRRLIE—TREXZMME, !
age:

.int 20, 10, 30, 40 # #¥44A

%gU]‘E‘ BH:
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2. bssEg

MAFFE

EFRERINFTE

WrEEER(E
BEETAE
32{EH
32{iFE, MinttEARE
- 16FTHEE]
8FTHEEEY

16{iFEE]

BEEERE(FNfloattE[=])

# data BRANR), TR BBSEREIERE, REFRNREENREN—ERENRFEIR
. comm FEAFARYIAHHNIERBARFXE
- Tcomm FEERZIRANIGHAIRERRFXE

XXXXXXXXXX

.section

.bss

. 1comm buffer, 1000

#IZIEDIBL000F THIRF AR Fbuffer, SMBEIRAGEHRIMA]

divl S

R[%edx] = R[%edx]:R[%eax] % S;

.equ NULL, 0

R[%eax] = R[%edx]:R[%eax] / S; TLFS[RiE

movq $strNum, %rbx
movq $0, %rdi

popLoop:

exit:

popq %rax

addb $48, %al # F{FORIASCIEER48
movb %al, (%rbx,%rdi,1)

incq Y%rdi

loop popLoop

movb $NULL, (%rbx,%rdi,1)

movq %rdi, %rdx
movqg %rbx, %rsi
movqg $1, %rax
movq $1, %rdi
syscall

# RRERS (sys_write)
# {HEIR R (stdout)

.section .data
intNum:
.int 1498

.section .bss
Jeomm strNum, 10

.section .text
.globl _start
_start:
movl intNum, %eax
movq $0, %rcx
movl $10, %ebx
divideLoop:
movl %0, Y%edx
divl %ebx

pushqg %rdx #push remainder

incq %rex
cmpl $0, %eax
jne  divideLoop
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B5S WR Haid

imull S R[%edx]:R[%eax] = S * R[%eax] BRISHR(EER64MI)
mull S R[%edx]:R[%eax] = S * R[%eax] LIS TR(EF64(1)
cltd sign-extend %eax — %edx:%eax ggﬁ:ﬁaﬁ@‘gﬁgmﬂgﬁcnm

R[%edx] = R[%edx]:R[%eax] % S;

idivl S R[%eax] = R[%edx]:R[%eax] / S;

BSkRiE FEREHE

: R[%edx] = R[%edx]:R[%eax] % S; =
i R[%eax] = R[%edx]:R[%eax] / S; ZESIE, FREREHRE

|) equ BFESBEREHTLIERFRERHSymbol

e .equ factor, 3

) EamYE, MBS ERIERSE)

| ) loopiE S SR
® %rcx = %rex-1 o ¥ErexPpYE, AH0NEEEIFSLANITIER
7.3 L4l

1. s (factorial.s)

XXXXXXXXXX
.section .text
.glob1 factorial #this is unneeded unless we want to share it
.glob1l _start
_start:

movl $4, %edi #The factorial takes one argument -

#the number we want a factorial of.
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call factorial #run the factorial function

mov1 %eax, %edi #factorial returns the answer in %eax, but we
#want it in %edi to send it as our exit status

movq $60, %rax #exit code

syscall

#This is the actual function definition: factorial(n)
.type factorial, @function
factorial:
movl $1, %eax
cmpl $1, %edi #If the number is 1, that 1is our base case, and
#we simply return
je end_factorial
pushq %rdi
decl %edi #otherwise, decrease the value
call factorial #call itself
popq %rdi
imull %edi, %eax #multiply that by the result of the last call to
#factorial; the answer is stored in %eax.
end_factorial:

ret

imull S, D

XBEER MR, CSiHESHIDRRINARITANF, ASTFEEDT, T HHSES THSE
FIX 5

2. CiESiRRILH

XXXXXXXXXX
#include<stdio.h>

extern void stats(int[], int, int *, int *);

int main() {

int 1st[] = {1, -2, 3, -4, 5, 7, 9, 11};
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int Ten = §;

int sum, ave;

stats(Ist, len, &sum, &ave);
printf ("stats:\n");

printf ("Sum

%d \n", sum);

printf ("Ave = %d \n", ave);

return 0;

XXXXXXXXXX
# Function to find the integer sum and integer average for a passed list of signed integers.
# call:

# stats(lst, Ten, &sum, &ave);

# Arguments Passed:

# 1) rdi - address of array

# 2) rsi - Tlength of passed array

# 3) rdx - address of variable for sum

# 4) rcx - address of variable for average

# Returns:

#

.section .text

.glob1 stats

stats:
pushqg %ril2 # callee saved
movq $0, %rll # index
movl $0, %ril2d # sum

sumLoop:

movl (%rdi,%rll,4), %eax #get Tst[i]
addT %eax, %ril2d #update sum
incq %rll #index++
cmpq %rsi, %rill

jb sumLoop
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mov1 %rl2d, (%rdx) #return sum

mov1l %rl2d, %eax

cltd #sign-extend %eax —> %edx:%eax
idivl %esi

movl %eax, (%rcx) #return average

#Done, return ..

popq %rl2

ret

3. XAkl
i
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